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Abstract
Language models assign probabilities to strings of symbols. Their
interpretation is reviewed and applied to text classification. A language
recogniser is constructed from Bayes’ theorem and a simple bigram model.
This provides near perfect results on sentences of text and motivates a
mixture language model. Hidden Markov models (HMM1 ) are reviewed
as a method of capturing order over different length scales and used to
construct a mixture model. This allows segmentation of text into unknown
languages and the extraction of foreign words in known languages from
English text. Future directions are discussed.
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Introduction

Language models are required for many natural language applications: speech,
print and handwriting recognition, the text entry system Dasher[1], document
classification, feature extraction and text compression. A probabilistic language
model assigns a probability to a string of text x, where each symbol in the string
belongs to an ‘alphabet’ of words or characters: xi ∈ Ax . This is a daunting
task as the number of possible strings is vast. A convenient approach is to factor
the probability into more manageable quantities:
P (x1 x2 x3 . . . xN ) =

N
Y

P (xn |x1 x2 x3 . . . xn−1 ) .

(1)

n=1

We may pass forwards just once through the string evaluating the probability
of each symbol given its history.
To some readers it may seem strange to assign a probability to an isolated
symbol. The symbol has a particular value determined by the author, regardless
of whether we know it. Moreover, for most histories we are unlikely to see the
same context again and so the probability does not relate to the frequency of a
repeatable random event. We can only express our degree of belief about the
next symbol and in doing so assume that a Bayesian approach makes sense.
In calculating our beliefs about the next symbol we must make subjective
assumptions. However, the quality of different language models for compression
can be objectively tested. First we accept that our language model will never
be perfect and label our probability distribution over strings Q (x), while the
‘true’ probability distribution is P (x).
1 Note

that acronyms are summarised in appendix A
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A string can be compressed near to the information content of a string, as
given by the model:
1
h = log2
bits,
(2)
Q (x)
with an arithmetic coder or practical variant[2, 3, 4]. However, we are more
interested in the average compressed length per source symbol, when sampling
from all strings:
hli =

X

P (xi |x) log2

xi ,{x}

1
bits/symbol.
Q (xi |x)

(3)

The sum is over all possible contexts, x, as well as all possible symbols. This
is impossible to evaluate exactly, but we may sample from P (xi |x) by using
a representative training corpus, an optimistic but necessary assumption. The
corpus used in this project is outlined in appendix C.
To optimise compression we need to minimise equation 3. More generally it
is useful to re-express the length:
P (xi |x)
Q (xi |x)
xi ,{x}
xi ,{x}
.
|
{z
|
{z
}
≡
H
+
DKL (P ||Q)
(4)
The first term may be identified as the entropy of the language. The second
term is the Kullback-Leibler divergence, which satisfies Gibbs’ inequality:
hli =

X

P (xi |x) log2

1
P (xi |x)
}

+

DKL (P ||Q) ≥ 0.

X

P (xi |x) log2

(5)

This confirms that the expected length of a compressed file is bounded below
by the mean information content of the language, H. Importantly this length
also tells us about the objective function DKL (P ||Q), which provides a measure of the deviation of our model distribution Q from the best distribution P .
However, it does not necessarily tell us how well our language application will
perform. Some research was done on the relationship between model quality and
application performance, with particular reference to Dasher. Unfortunately it
was not very successful and is only described in appendix B.
As people are language generators they can be used to estimate H. The entropy of the English language is usually cited as H = 0.6–1.3 bits per character[5,
6]. This figure is based on human subjects guessing, or expressing their beliefs
about, the next character after given contexts from Dumas Malone’s Jefferson the Virginian. Only letters a–z and space were required, punctuation and
capitalisation were ignored.
This project discusses practical approaches to machine language models.
Section 2 reviews Markov models, which are later used to model behaviour over
multiple length scales. Section 3 gives the basis of most statistical language
models in terms of a simple Markov model. This is then applied to text classification problems and developed into a way of improving language models.
Future approaches are discussed in section 6.
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(a) A Markov Chain

(b) Hidden Markov
Model (HMM)

Figure 1: Markov Models. Transitions occur along the arrows with probabilities
aij . In 1(a) we can observe the current state Si , in 1(b) we only see the emitted
symbols xi ; each state has its own probability distribution.
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Markov Models

This project makes extensive use of Markov chains. This approach to statistical
modelling has been considered since at least the 1960’s [7]. Since then they have
gained wide-spread use [8]. There are reviews of their use in speech processing
and biological sequencing [9, 10]. A quick review of the techniques used in this
project is provided here.
A simple Markov chain is shown in figure 1. An initial state is chosen at
random. The system evolves in discrete time steps by following the arrows
according to state transition probabilities. The states may correspond to a
directly observable quantity, such as the current symbol.
In a hidden Markov model (HMM) we assume that each state emits observable symbols, but that the state itself is not observable. While a simple model,
it is conceptually appealing to think of a human having various thoughts that
lead on from each other. These thoughts generate one of many possible strings
expressing the required ideas.
In both types of model, the transition probabilities could be functions of the
entire history of visited states. The emission statistics of each state could also
vary over time. However, first-order models with static states and transitions
that depend only on the current state are usually used. To construct a model
we have to answer the following questions:
1. What do our states emit?
2. What are the transition probabilities?
3. How many states should we have?
The answers to these questions should give some meaning to the states; conversely if we decide what our states should represent we might be able to construct the model.
The answer to question 2 tells us how persistent the states are. If at time
t = 0 we are at state s with self-transition probability pss then the probability
3

of staying on that state necessarily shows exponential decay,
P (state = s) = exp (−t/τ ) ,

(6)

with characteristic time τ ≡ −1/ log pss . This time is directly proportional to a
length-scale if the model emits symbols of equal length.

3

n-gram models

Language models commonly use n-gram statistics, frequency tables of all previous sets of n consecutive words. An n-gram model could be viewed as an
(n − 1)th order Markov chain, with |Ax | states. Alternatively, we could construct a first-order HMM with |Ax |n−1 states. The complexity of the problem
grows exponentially with n. However, for small n, we expect tractable answers
to the questions in the previous section. There is a state corresponding to every
combination and permutation of n − 1 symbols and each state always emits the
last of those symbols.
While the structure of the n-gram model is simple, finding the transition
probabilities from sample data is surprisingly difficult. Consider a bigram model
which requires probabilities of the form P (xi |xj ). Using the same notation as
[11], we record word frequencies or ‘marginal counts’ Fi and conditional counts
Fi|j , the number of times symbol j is followed by symbol i. We might naı̈vely
expect to have no shortage of test data and use
Fi|j
Fi|j
=
,
P (xi |xj ) = P
F
Fj
i i|j

(7)

which is the maximum likelihood (ML) estimate.
The ML distribution can let us down badly for infrequent bigrams, such as
qz. We can read, in alphabetical order, 434 out of the 442 books from Project
Gutenberg[12] published between 1990–95 without ever seeing this bigram.2
The ML value based on this training, P (z|q) = 0, would require an infinitely
long encoding for the next book, the 1994 CIA World Factbook, which contains
the word Qazaqz.
To be safe and realistic a finite probability must be assigned to every possible string. Only the bigrams qg, qj and qk do not occur at all in the 1990–95
Gutenberg corpus, and they all appear on the world wide web[13]. We could
conceivably gather enough data for statistics covering every bigram of lowercase letters. Capitalisation, punctuation or trigrams would cause considerable
difficulty however.
Bigram counts based on words in Jane Austen’s Emma are represented in
figure 2(a), notice that most of the table is empty. The ML prediction for the
expected table after reading the same number of words again is the same picture,
figure 2(a), corresponding to many zero probabilities. We need to include our
knowledge of the expected form of the probability distribution: large numbers
of events have small but non-zero probabilities. Also the data provides more
useful information than bigram frequency counts, although using it will require
further assumptions.
2 Information

about this corpus is available in appendix C
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(a) Emma

(b)
Kneser-Ney
estimate based on
Emma

(c) Sense and Sensibility

Figure 2: Bigram frequency tables. Each row and column, which cannot be
resolved, corresponds to a word. When word i occurs after word j a dot is
placed in row i and column j.
A ‘frequentist’ interpretation is that equation 7 becomes exact as the length
of our training data tends to infinity; any inaccuracy for smaller samples is
‘statistical noise’. There is more data for individual symbol frequencies than
bigrams, so a monogram model, although less truthful, is better determined.
We can interpolate or ‘smooth’ the poorly determined bigram distribution with
the simpler monogram model:
P (xi |xj ) = λ

Fi|j
Fi
+ (1 − λ)
,
N
Fj

(8)

where N is the total number of symbols and λ must be determined empirically or
from assumptions. More complicated models may further smooth the monogram
model with a uniform distribution or use this distribution to smooth a trigram
model.
Another ‘frequentist noise’ argument observes that an event seen only once
is likely to belong to a large group of events with small probability. Therefore,
equation 7 will over-estimate its probability. We could correct for this by subtracting some fractional value from our event counts. This discounting method
allows some probability to be spread over events we have not seen.
There are many published n-gram models that use various assumptions to
interpolate models and construct discounting schemes. A thorough review of
widely used systems has been performed by Chen and Goodman[14]. It was
concluded that interpolated Knesner-Ney smoothing which uses discounting and
smoothing similar to equation 8, performed consistently better than other methods. This algorithm is illustrated for bigrams in figure 2(b). One minor but
visually observable feature is the removal of the prominent stripe from figure
2(a). This prediction is seen to be sensible given data from new data in figure
2(c).
A principled approach to smoothing constructs a prior probability distribution, representing our beliefs, with which a posterior distribution is calculated
5

(a) Emma and Sense and Sensibility

(b) Project Gutenberg 1990–1995

Figure 3: Occurrence of words while reading a corpus.
using trial data and Bayes’ theorem. This has been performed for a Dirichlet
prior by MacKay and Peto[11]. The result is an interpolated model similar to
equation 8, with the first term dependent on the number of different contexts
in which the word has appeared, rather than its frequency. This is also a key
feature of the Kneser-Ney model.
Discounting methods offer a solution to the zero-frequency problem: what
is the probability of observing an event we have never seen? Figure 3(a) shows
word occurrence while passing through Jane Austen’s Emma and Sense and
Sensibility. The top envelope shows the number of unique words we have observed against the number of words we have read. The behaviour is generally
smooth with some disturbance at the beginning of the second book due to the
introduction of new character names.
Vocabulary growth over the whole Project Gutenberg 1990–1995 corpus,
figure 3(b), is less well behaved. Some texts provide no new words, as they are
revisions of texts already seen. Others provide many new words, usually foreign
words or proper nouns, which are rarely if ever seen again. The graph may be
smoothed out by randomising the words in the corpus. However, does it make
any sense to mix English texts with Latin? Even if all foreign texts are removed,
the English in the King James Bible is not the same as that of Jane Austen.
Given figure 3(b) we expect n-gram model performance to depend significantly on the training and target texts. A careful review of Shannon’s experiments finds that a character based n-gram model trained on all of Malone’s other
work, can approach the human performance on Jefferson the Virginian [15].
However, n-gram models are usually cited as significantly worse than Shannon’s
human subjects. We expect that by clustering books, n-gram models based on
those clusters perform better in their domain than unselective training.

4

Automatic Categorisation

Language identification has several motivations including the one above. Users
of search engines want to be offered documents in languages they can read,
or be offered automatic translation into their language. Microsoft provides a
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‘linked library’ with Internet Explorer, which can identify the language of a
document[16]. Scientists can use automatic categorisation to index languagelike data.
A recent paper, which obtained a lot of popular media attention, used the
utility gzip as a tool for document classification and author recognition[17].
As discussed in section 1, the link between language models and the limits of
compression software is well known. Previous work has mentioned the possibility
of using compression software in this way, although it did not perform as well
as a simplistic probabilistic model[18]. The categorisation scheme worked by
constructing a formal distance, which satisfies the triangle inequality, between
different texts. This allowed a hierarchy of related documents to be constructed
using phylogenetic analysis software.
The appeal of the approach seems to be that gzip is readily available software, although the phylogenetic analysis software is less so. There are some
important disadvantages. The paper relies on the fact that gzip asymptotically
compresses close to the information content of the source, yet takes some time
to adapt to changes in source. This allows a ‘short’ test string to be tested
against a ‘long’ sample by concatenating them together. Care is required to
stay within valid length limits, which could be very restrictive.
It is also hard to see how a compression-based scheme could be improved.
We might expect the method’s performance to be related to the quality of the
compression program used. Much better natural language text compression is
available based on language models[19]. If a language model is available, we can
use that to calculate directly the distances the gzip model estimates. There is
also a natural probabilistic interpretation of the classification problem.
We are interested in the probability of a string, x, being in a certain language,
li . By Bayes’ theorem
P (li |x) =

P (x|li ) P (li )
,
P (x)

(9)

where the normalisation P (x) is hard to find in general, but easy if we assume
the text comes from one of N languages:
P (x) =

N
X

P (li |x) .

(10)

i=1

We can then use whatever language model we have available to calculate the
likelihood P (x|li ). Our prior P (li ) may be uniform, or we may introduce bias
from knowledge of a document’s context.
The posterior probability distribution over languages provided by this Bayesian
approach is the most complete answer to the simple categorisation problem. We
may extract the most probable language from the posterior, but we also know
how much more probable than other languages this choice is, given our language
model.
Although more complicated word based models were constructed, eg: figure
2(b), a simplistic character-based bigram model was used. The probabilities
were set according to:
P (xi |xj ) =

Fi|j + 1
P
.
|Ax | + i Fi|j
7

(11)

Test Text
five boxing
wizards jump
quickly
this sentence
is in english
ich muss eine
probe machen
distille le
secret du
langage perdu
kwmn sdoiqpei
dkshdshdjeuej

P (English)
1.00

P (German)
3.16 × 10−9

P (Mixture)
4.18 × 10−12

P (Uniform)
9.80 × 10−07

1.00

2.29 × 10−4

1.74 × 10−4

2.76 × 10−14

2.64 × 10−3

0.997

8.31 × 10−4

2.39 × 10−14

1.25 × 10−05

1.11 × 10−06

1.00

5.46 × 10−17

1.15 × 10−23

8.65 × 10−17

1.23 × 10−13

1.00

Table 1: Some typical degrees of belief expressed by the simple character bigram
model.
This can be derived by assuming a uniform prior over all possible {P (xi |xj )};
this corresponds to setting the rather poor prior P (αm) = δ(1) in [11]. We
could do much better than this, but the point of this section is to demonstrate
the general classification method. A carefully chosen prior is not required for
the following examples.
The model could distinguish between text written forwards and backwards
and also text written in different European languages. As German can be written without accents, the model was trained on German and English. Informal
testing revealed user disappointment in the model declaring a high degree of
belief in nonsense, or other unmodelled languages, being German or English.
The problem is in the assumption, equation 10, that the source is from one of
the known languages. The uniform language model with P (xi |x) = 1/|Ax | for
all contexts was added as a hypothesis. Then randomly generated text was dealt
with sensibly. However, as languages share many similarities, text in other languages was still identified as German or English. A further hypothesis based on
the English and German training documents concatenated together was added,
in the hope this more general model would fit other languages better than the
other hypothesis.
The English model was trained on Emma, while the German model was
trained on Goethe’s Briefe aus der Schweiz. Some typical results are shown in
table 1. Every line of Sense and Sensibility was classified, the mean probability
of English was 99% rising to 99.8% for lines with more than 20 characters.
The mean probability of German was 0.04%, the rest falling in the mixture
category. The few results that were had low probabilities of being English
mainly contained proper nouns.
Huguette Bertrand’s Espace perdu was used as a French test text as it was
available without accents. As it was poetry, the lines were formatted to the same
length as Sense and Sensibility for a more fair comparison. The mean probability
of being an untrained language was 98%. This result is very pleasing given that
the model was never exposed to any French text.
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5

Language Segmentation

Documents that contain more than one language or style pose a problem for
classification. If we could detect changes between languages, we may segment
our text and categorise each section.
A minimal HMM with just two states was constructed, figure 1(b), each
state represented a language. Given the model parameters and some text we
may calculate the most likely state-path to generate that text with the Verterbi
algorithm. More usefully, a probability distribution over paths may be calculated with the forward-backward algorithm. This was implemented as described
in [10].
If we only have a text and no prior knowledge, the emission and transition
properties are unknown. A complete Bayesian model would construct a posterior distribution over these parameters using the sample data and our prior
beliefs. As the parameter space is very large and would grow exponentially with
the number of states, exact inference is not an option. The Baum-Welch algorithm was used, an Expectation-Maximisation (EM) algorithm to find (a local)
maximum likelihood set of parameters [10]. Programming both the forwardbackward algorithm and the Baum-Welch algorithm required care to avoid numerical underflow, appendix D.
A common problem with EM methods is that complicated systems have
many local maxima, which are found rather than a representative estimate of
parameters. It was hoped this would not be a problem in a system of this
simplicity. Uniform emission parameters with small pseudo-random perturbations were used as an initial condition. A pathology of the maximum likelihood
method was that the inter-state transition probabilities tended to be large, corresponding to short persistence of states. A principled approach would express
our belief that language changes are rare through a prior over transition probabilities. A temporary ad-hoc solution was to set the length scale according to
equation 6 to some large value, such as 100 symbols.
The model was given some text, ∼ 1000 words, the central third of which
was in German, the rest was English. No prior knowledge of the languages
was used and only the emmission characters a–z and space were considered.
The EM algorithm was able to find a suitable set of parameters such that the
forwards-backwards algorithm clearly picked out the German section.
If we wish to pick out segments of known languages, our task is much easier: we may set the emission properties from a language model. Coupling a
more complicated language model to the two state system above will be necessary for many non-trivial applications. A toy problem involves recognising the
difference between English text written forwards or backwards. The character
frequencies of these two ‘languages’ is the same, so some spatial correlation must
be introduced.
The HMM, figure 1(b) was extended such that the language states could
access the last state visited and the last symbol emitted. This allowed each
state to use the simplistic bigram model used in section 4. The states were
pre-trained on forwards and backwards text. A typical result is shown in figure
4. The model was also able to pick out foreign words used in English prose. A
generalisation known as the factorial HMM may be useful for dealing with more
complicated language models[20].
Markov models have been able to pick out large blocks of text, words and
9

Figure 4: Language segmentation using a simplistic bigram model trained on
Jane Austen’s Emma.
word structure (section 6) depending on how the length-scale τ was set. It may
seem totally unsatisfactory that a single value of τ has been guessed in the above
examples. Moreover, it is unlikely that the probability of a document remaining
in English decays exponentially. However, it turns out that simply setting a
large τ can be acceptable for recognition of transitions between paragraphs or
documents.
In model in section 4 typically gave the probability for a few words of text
predicted by the wrong language model as ∼ 10−5 – 10−10 and < 10−100 for a
whole paragraph of text. The probability of an inter-state transition is:
1 − pss = 1 − exp (−1/τ ) ≈ 1/τ (τ  1)

(12)

Thus even if τ were set to 1010 characters, this would not overwhelm the transition required to pick out a paragraph of text. However, large values of τ will
rule out transitions on the character length scale, which is desirable behaviour.
So while a better treatment of τ should be developed, a single-value approach
was satisfactory for this work.

6

More complex models

We might expect we can capture as much structure as required with a HMM
containing a sufficiently large number of states. The HMM of figure 1(b) extended to 200 states was trained with the EM algorithm on ∼ 8000 characters.
A random fantasy generated by the model shows some of the structure of words
has been captured:
...mor had tathed to deen in indness of hithly been sixcelless of
her she thas a fity best a ment tally...
Unfortunately I do not expect dramatic improvement with the addition of
more states. The EM algorithm finds a local maximum in the likelihood. As the
number of degrees of freedom are increased more local maxima are produced
and a maximum likelihood solution becomes less useful. An example highlights
the difficulties: the true generative structure of language may decide on a whole
word before any of it is emitted. Figure 5 shows part of a character based
HMM to achieve this. As each state has |Ax | emission parameters and transition
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Figure 5: Part of an imaginary HMM for English. Symbols marked are the
overwhelmingly probable emissions for those states.
probabilities for every other state, fitting this particular behaviour from data
without over-fitting the whole model is unlikely.
Although n-gram models are HMM’s, they work well because they are not
fully connected, making them simple enough to attempt parameter fitting. The
model may be improved firstly by reducing the number of degrees of freedom
further when fitting is difficult, and secondly by making the model more powerful
when fitting is easy. The first task is addressed by clustering symbols; the
Dirichlet bigram language model has been improved by aggregating the statistics
for similar words [21]. The second problem can be addressed by allowing the
model to consider language variation when the n-gram model tells us multiple
languages are present. It should be possible to avoid overfitting as the Bayesian
method has a natural ‘Occam’s razor’ [22].
We have discussed a mixture model in sections 4–5. This model assumes text
is produced from a set of independent languages. We may come up with categories, such as legalistic, technical, letter, spoken word, frequently abbreviated,
etc. However, we can see that these categories are not necessarily independent.
We may experience documents that are technical and legalistic. In a mixture
model we would need to create a new state for these documents, and every
other combination of compatible states. It is a common misconception that
mixture models combine states, but they do not [23]. The number of required
states grows exponentially with the number of languages, styles and concepts
we encounter.
A componential model, which can combine elements of categories, could be
based on Hinton’s product of experts[24]. This model uses several models, ‘experts’, whose probability distributions are multiplied together and renormalised.
Qualitively the result is an intersection of the models, so each expert must be
vague about regions of parameter space it knows little about. A product of experts based model has been constructed[21]. However, performance on toy data
shows that improvements are necessary and the model is currently too slow for
practical use.
A mixture model may still be useful for an individual user of a speech recognition system or Dasher. A user of such systems may have a handful of quite
different types of document, eg: personal email and technical reports. A large
gain in performance may be achieved by simply detecting whether the current
document is an informal note or technical prose. Problems may develop if one or
more categories has limited data. Then a combination of the better determined
available models may provide a better fit, as used in section 4. As the limited
category gains more data we wish to use its model more than the more general
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model. In this circumstance a product of experts is not necessarily appropriate.
We are not looking for an intersection of partially overlapping models, but wish
to ‘smooth’ the more specific model with the more general model. As found
with n-gram models, simple linear interpolation may be useful.

7

Conclusions

Probabilistic language modelling has been reviewed, in particular the use of
n-grams and hidden Markov models. A principled approach to language categorisation has been constructed from a simple language model and Bayes’ theorem. This provided excellent results on distinguishing between known and
unknown European languages, which motivated an extension to a mixture language model. This model was applied to text segmentation and was able to
identify paragraphs of unknown languages and isolated words of known foreign
words. Unfortunately the number of states required for a mixture model grows
exponentially with the number of independent concepts used. Therefore, more
complex modelling tasks may be better suited to componential models.

A

Acronyms

EM

Expectation Maximisation: a class of ML algorithm which finds
a local maximum in the likelihood[25].

HMM

Hidden Markov Model: described in section 2.

ML

Maximum Likelihood: a method which chooses the set of parameters which maximises the likelihood term in Bayes’ theorem.

B

Quality of Models

In section 1 the cross entropy of a a model, hli in equation 3, was identified as a
suitable objective function to rate performance for compression. Many papers
quote the perplexity of a model:
Perplexity = 2hli

(13)

as a measure of language performance. Intuitively perplexity is a measure of the
number of the effective number of choices we have rather than the number of
bits required to encode them. Sometimes language model performance is quoted
as a percentage improvement in perplexity from a baseline. Note that a 50%
reduction in perplexity is a 1 bit improvement in cross entropy. As the quoted
baselines are often not the same between papers, comparisons can be difficult.
A tacit assumption is often that minimising the cross entropy is the correct
goal for all applications. Some work suggests that it is a reasonable measure of
error-rates in speech recognition for simple models, but other measures are more
useful [26]. This is unsurprising as the perplexity measure can know nothing
about audible similarity where the language model is needed most.
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Figure 6: Three consecutive screen shots from the Dasher-like program developed in an attempt to use a language model as a prior.
As the text entry application Dasher3 is an inverse arithmetic compressor,
it is expected that cross entropy is a good measure. However, entry speed is
increased if the performance if a language model is actually made worse by
adding a small probability to every outcome and renormalising[1]. The boxes
in Dasher should not necessarily be proportional to their symbols’ probability,
but there is no clear way to derive the correct dependence.
For interest I developed a Dasher-like program which used the probabilities
from the language model as a prior. The posterior distribution of a string was
then found from the user’s mouse movements and the prior. It was assumed the
user would aim for the front of the required box, but that the mouse pointer
position was subject to a point-spread function with width depending on the
distance from the target. The box widths were made proportional to their
posterior probability; when their probability was close to one they filled the
screen and were said to have been entered. An example of this process is shown
in figure 6.
It became rapidly clear that modelling the way a user moves the mouse
is non-trivial. Also the way I intuitively used the mouse was not the same
as other people. The naı̈ve model implemented led to instabilities where the
interface could suddenly change. The problem of interpreting the probabilities
had simply been shifted to a much harder problem of interpreting human mouse
movements. As the original dynamics are stable and intuitive, this was not a
good thing and development was not taken further.

C

Corpus-based learning

Statistical language models are trained and tested on sample text. There is not
much difficulty obtaining large amounts of text in electronic form. This work
has used readily available copyright-free text either written by the author or
from Project Gutenberg[12].
All Project Gutenberg etexts come with a fairly standard lengthy header
containing information and legalise. Unfortunately the contents of the etexts are
not well delimited as the emphasis of their project was on simplicity and ease of
3 Available

from http://www.inference.phy.cam.ac.uk/dasher/
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human reading. This makes it non-trivial to reliably separate out commentary
and additional information from the books. However, the headers could be
stripped fairly reliably.
This project used all the books published by Project Gutenberg from 1990–
1995, except long strings of genetic code from the human genome project, which
for some reason are part of this corpus. As discussed in section 4 this corpus
is extremely varied, but the corpus contains mainly old books and may not be
representative of, for example, a user of Dasher.

D

Numerical Methods

Many of the probabilities encountered in language modelling are very small
due to the many different possible typical strings of symbols that could be
encountered. This will cause underflow errors on most systems due to a limit
on the size of exponents. This problem is well known and has several possible
solutions [10].
The methods used in this project all deal with log probabilities. Firstly
equation 1 can be recast:
log P (x1 x2 x3 . . . xN ) =

N
X

log P (xn |x1 x2 x3 . . . xn−1 ) ,

(14)

n=1

which is computationally convenient.
Secondly we also encounter many calculations of the form:
P =

N
X

pi .

(15)

i

By noting that log(a + b) ≡ log a + log(1 + b/a), we may calculate log P by a
recursive algorithm:
Start :
Recurse :

End :

E
E.1

log P1
a
b
log Pn+1
log P

=
=
=
=
=

log p1
max (log Pn , log pn+1 )
min (log Pn , log pn+1 )
a + log (1 + exp (b − a ))
log PN

(16)

Computational Methods
Graph Plotting

Section 3 contained plots with many points. It was not possible with resources
available to plot figure 3(b) exactly with GNUplot. All but a 100th of the
points were deleted. This may make the sparse regions misleading, but the
dense regions are under-represented in any case. As points overlap under print
resolutions, images in figure 2 were created as bitmap images using custom code.
A scale-independent plot was not practical or necessary due to the vast numbers
of points involved.
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E.2

Code

Computer code is most useful in electronic form and as such is available online:
http://www.inference.phy.cam.ac.uk/~iam23/ptiii/code.tar.gz
Further information on compiling and using the code is available within the
archive.
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