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Efficient Fountain Codes for Medium Blocklengths
Oliver G. H. Madge and David J. C. MacKay

Abstract—Digital fountain codes are a class of codes de-

signed for efficient communication over erasure channels. In

this paper we present a more efficient decoding algorithm

for medium blocklengths compared to the LT decoder for

the same channel. Our algorithm is based on Richardson

and Urbanke’s efficient encoding algorithm for low-density

parity-check codes. The ideal degree distribution function

was investigated, and both computational and theoretical

methods were used to optimise the distribution. For 1000
to 10000 part messages we achieve a lower received packet

overhead than the LT decoder, for a modest increase in the

computational cost of decoding. For blocklengths of 10000
the new codes decrease the overhead from a mean of 5.6% to

a fixed 2%, and for blocklengths of 1000 overhead decreases

from a mean of 12.2% to a fixed 2%.

Index Terms—Digital fountain, optimal decoders

I. Introduction

DIGITAL fountain codes are a class of code that
promises efficient communication over erasure chan-

nels, at a rate that is close to the channel capacity. In this
paper we present a novel decoder based on Richardson and
Urbanke’s work on efficient encoding of low-density parity-
check codes [6].

An “erasure channel” is a type of communication chan-
nel that may be used to send a message from a transmitter
to a receiver. For each transmitted message the channel
randomly decides to either delete the contents of the mes-
sage or pass it to the receiver without error. If the message
contents are deleted, this is called an erasure, and the prob-
ability of it occurring is considered to be a constant of the
channel. A 2q-ary erasure channel accepts fixed length bi-
nary messages (packets) of length q. Fig. 1 shows a 4-ary
erasure channel.
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Fig. 1. 4-ary erasure channel.

A common example of an erasure channel is the inter-
net, where some of the packets sent from one machine to
another can get lost en route. Internet protocols typically
deal with this problem by using a feedback channel from
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the receiving machine, which tells the sender to resend the
lost packets. Fountain codes can achieve the same rate of
communication, at the channel capacity, without the feed-
back channel.

The problems with using a feedback channel to deal with
erasures become apparent when considering a broadcast
from one sender to multiple recipients. Each receiver will
potentially suffer a different set of erasures, meaning large
portions of the message need to be resent. The require-
ments for the feedback channel also increase with the num-
ber of receivers, and the feedback channel itself is likely to
suffer erasures.

By making use of optimised digital fountain codes, cur-
rent internet protocols, digital television broadcasts, and
many multicast communications can be improved.

The key innovation with digital fountain codes is com-
bining several parts of the message into each packet that
is sent across the channel. Messages sent over channels
are in general too long to be sent all at once, so they are
split into K parts of equal length q bits for transmission.
The receiver needs to receive N > K packets to be able to
recover the message.

Traditional schemes send one part of the message in each
packet, in an ordered non-repeating sequence. A feed-
back channel is used by the receiver to request the retrans-
mission of the lost packets. With digital fountain codes,
however, the number of message parts combined into each
packet is chosen randomly according to a probability distri-
bution, the degree distribution. The randomness inherent
in the code allows use of a probabilistic analysis, as lost
packets resulting from erasures will not affect the degree
distribution of the received message. The code is very de-
pendent on the degree distribution so a good choice is im-
portant. The detailed process of combining message parts
into packets (encoding) is described below.

There are several different decoders that can be used to
recover the sent message from the received packets gener-
ated by the digital fountain code. General matrix inver-
sion, the Luby Transform (LT) decoder and ours (based
on Richardson and Urbanke’s work on efficient encoding
of low-density parity-check codes) (RU decoder). The en-
coder is identical for all digital fountain codes.

There is a trade-off between decoder complexity, and its
associated computation cost, and the amount of informa-
tion that needs to be received before the message can be
recovered. Fast processing units in receivers usually mean
that the channel is the limiting factor in communication.
Therefore it is better to reduce the number of packets re-
quired at the expense of higher complexity.
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A. Channel capacity

The capacity of a q-ary erasure channel with erasure
probability p can be shown to be:

C = max
P∗(x)

I(X ; Y ) = 1 − p (1)

where P ∗(x) is the optimum channel input distribution.
This is the maximum achievable transmission rate of the
channel; using an additional feedback channel can never in-
crease the forward capacity, though it might make it easier
to construct codes that reach the forward limit.

In many real word applications for digital fountain codes,
the channel being used for communication is a q-ary dele-
tion channel. This channel either randomly deletes q bits
(one packet) without notification of the receiver, or as with
the erasure channel, passes the packet to the receiver with-
out error. By using sequence IDs, a unique identifier asso-
ciated with each packet, or a similar scheme, the receiver
can tell when it has missed a packet and treat the q-ary
deletion channel as a q-ary erasure channel.

The algebraic form of the capacity is very useful for de-
signing ideal probabilistic codes. It is linear in the erasure
probability, so it allows the channel to be simulated by an
equivalent ideal channel with no erasures. A receiver on
a real channel, with a non-zero erasure probability, would
need to receive the same number of packets to decode the
message, while the sender would have to send more pack-
ets to compensate for the erasures. The encoding scheme
allows the generation of arbitrary numbers of packets so
this is not a problem. This also makes digital fountain
codes robust to different values of p, a good code will still
be good for all erasure probabilities.

The above analysis assumes that erasures occur ran-
domly and independently, so that the degree distribution
of the received matrix is the same as the transmitted ma-
trix. If this is not the case then in general the code will not
function correctly. However there is no difference from the
channel’s point of view between any transmitted packets,
regardless of their weight. Therefore, without decoding,
selective erasures by the channel would be impossible.

II. Digital fountain algorithms

Here we present the algorithms necessary for construct-
ing the fountain code.

A. Digital fountain encoding

Packets to send are encoded thus:
1. The degree of the packet, d, is chosen randomly from

the degree distribution.
2. d message parts, also randomly chosen, are combined

into a packet by bitwise addition modulo two.
The encoding process can also be represented by the

matrix equation Hŝ = t. The rows of H are randomly
generated, with their weights, d, drawn from the degree
distribution. The source vector, which contains the mes-
sage parts, is ŝ, and the encoded packets are in t.

Example 1. [Digital fountain encoding]: The following
message encoding will serve as an example. Fig. 2 shows

a 10 bit message split into five parts. Six possible packets
are shown, with d = 2,1,3,2,1,3 respectively.

(Add extra redundant packet to diagram.)

01

1101 01 00 10

01 11 0010

Message

Packets

Fig. 2. Fountain code encoding. A 10-bit message is converted into
6 2-bit packets for transmission. More packets can be created on the
fly.

The matrix representing this encoding is given in Equa-
tion 2.
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B. Richardson-Urbanke decoding algorithm

Decoding the received packets, and recovering the sent
message, is equivalent to inverting the generator matrix,
H, and applying the inverse to the received packet vector,
t. This operation solves the of set of linear equations that
are represented by the packets. However general inversion
of a matrix is costly, so the LT decoder makes use of an
approximate message passing algorithm to reduce the com-
putation complexity of the inversion. The approach means
that some fully determined matrices can’t be inverted, but
this is accepted in return for the speed up in decoding.
This makes the LT decoder sub-optimal.

There is another approach, detailed below, which al-
lows a general matrix inversion at much lower cost than
a näıve approach. As long as the received generator ma-
trix is sparse, this optimal “Richardson-Urbanke” decoder
will be efficient. The algorithm is given below.

1. Receive N = K × 1.02 packets (for a 2% overhead).
For each insert the payload of the packet into t and
a corresponding row representing the nodes that com-
prise the packet into H, so Hŝ = t. H is then the
received generator matrix, which specifies the map-
ping between the sent message, ŝ, and the received
packet vector t.

2. Reorder the matrix H into approximate triangular
form, see section C. For each row swap operation
performed on H the corresponding rows of t also need
to be swapped, and for each column swap operation
the corresponding rows of ŝ will have been swapped.
Record the column permutation for later.

3. Identify the largest lower triangular matrix T and
separate out B, E and D.
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H =

[

T B

E D

]

Also split t at the triangle boundary.

t =

(

tA
tB

)

4. Calculate pA
2

= T−1tA using pivot elimination (T is
triangular so this is easy).

5. Calculate zb = tB ⊕EpA
2

.
6. Calculate F = ET−1B⊕D. Perform Gaussian elimi-

nation on F to get F−1. If Gaussian elimination pro-
duces a blank row in F discard it, and use a spare
row instead. If the procedure uses all the spare rows
without producing F−1 then the algorithm fails and
the matrix was underdetermined.

7. Calculate p1 = F−1zB.
8. Calculate zC = tA ⊕Bp1.
9. Calculate p2 = T−1zC.

The solution is given by:

p =

(

p2

p1

)

To recover ŝ, the rows of p need to be swapped corre-
sponding to columns that were swapped in H during tri-
angulation.

The central principle of this method is to minimise the
cost of inverting the matrix by making the gap as small
as possible. This is achieved by constructing an optimised
degree distribution. Due to constraints on the degree dis-
tribution function outlined below, there will be O (N logN)
non-zero terms in the generator matrix, and each of these
elements will have to be examined at least once. Given
that the complexity of a general purpose matrix inversion
algorithm scales as O (), the total complexity of the RU
decoder will be O

(

N logN + g3
)

. In order that the left
hand term dominates, g must be small.

C. Sparse matrix triangulation

The RU decoding algorithm needs matrices to be put
into approximate upper triangular form, which means that
the top left hand corner of the matrix is upper triangular,
while the rest of the matrix can be anything. This is illus-
trated in Fig. 3.
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Fig. 3. Approximate upper triangular form (triangle of size n×n,
matrix size K ×N = [n + g]× [n+ g +(N −K)]).

The complexity of the RU decoder is O
(

N logN + g3
)

,
so it is important to make g as small as possible. Un-
fortunately finding the best triangular representation of a
matrix is a hard problem, but again the matrix’ sparseness
means a greedy algorithm should have reasonable success.
A greedy algorithm always tries to maximise its gain at
the current step. The algorithm is restricted to row and
column permutations of the input matrix.

There are several choices of algorithm, a selection of
six are presented in [6]. We tried all six, and as is pre-
dicted theoretically, found that algorithm CHT provides
the smallest gap sizes. The algorithm is given below.

1. Find all degree one columns, and their connected
rows. Swap these columns and rows into the top left
corner of the matrix. If moving rows creates more
degree one columns then swap these too.

2. Now consider a subset of the matrix, without the
top and left most rows and columns that have been
swapped into. This contains no degree one columns,
so one must be created. A chosen column of degree i
is split by moving i−1 connected rows to the bottom
of the matrix. The rows that are moved will not form
part of the triangle. Various heuristics may be used
to choose which column to select, and this is discussed
in more detail below. A simple and effective heuristic
selects the column with the highest minimum weight
attached row, from the set of columns with minimum
weight.

3. Repeat until the bottom rows meet the triangle com-
ing from above.

Example 2. [Triangulation of a matrix]: Assume the
matrix from Equation 2 is received. This has no weight one
column, so one must be created. The next lowest weight
columns (here two of weight two) are examined, and se-
lected according to their highest minimum weight attached
row. The weight two column is then split, and the top non-
zero term moved to the top left of the matrix. After one
application of the triangulation algorithm the matrix looks
as below.
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Now consider the middle right submatrix. There is now
one weight one column, so this is moved to the left. The
next step in the triangulation procedure is shown below.
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At the next stage there are two degree one columns. The
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heuristic is to choose the column connected to the highest
weight row.
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The final step is to rearrange the bottom left columns.
Both columns are identical, so one is selected at random.
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In this case the resulting matrix is perfectly triangular
with one spare redundant row. If ŝ and t are reordered it
can be verified that Equation 2 still holds.

Each row and column swap operation is O (1), and each
column/row pair is swapped at most once. The generator
matrix contains O (N logN) non-zero terms, each of which
must be examined at least once. Therefore the whole tri-
angulation procedure has complexity O (N logN).

III. Degree distributions

The degree distribution completely determines the struc-
ture of the received packet matrices. Therefore the success
of the code is completely dependent on a good choice of
degree distribution.

Here we develop a theory of the constraints on degree
distributions.

A. Definitions

The message to be sent is split into K parts and the
receiver needs to receive N packets to decode the message.
A degree distribution, ρ(i), is then defined as:

ρ(i) =

{

ai 1 6 i 6 K
0 otherwise

(3)

K
∑

i=1

ρ(i) = 1 (4)

∀i ai > 0 (5)

An alternative definition in terms of λ(x) =
∑

i=2 λix
i−1

is commonly used. Then λ(1) = 1 is the normalising con-
dition.

The average degree is d̄, and the column average degree
is d̄′.

d̄ =

K
∑

i=1

iρ(i) =

∫

i2λi (6)

d̄′ =
Nd̄

K
(7)

B. Qualitative Requirements

In fountain codes the degree distribution is able to con-
trol only the row weights of the generator matrix. Each
set of “ones” arriving in a row will be distributed ran-
domly and independently about the columns. Therefore
the number of “ones” arriving in a specified column is a
poisson process distributed with mean d̄′, given by Equa-
tion 7.

It is necessary that every column has at least one element
in it, or there will be message parts that are completely
undetermined. To be sure that the probability of an empty
column, among the K in the matrix, is less than ε, equation
8 must be satisfied.

e−d̄′

6
ε

K

d̄′ > ln

(

K

ε

)

(8)

RU decoding is efficient only if the generator matrix is
sparse, and the sparser it is the more likely the triangula-
tion procedure is to work well. The constraint on d̄′ given
by the coverage condition will already lead to sparse ma-
trices, eg. for K = 1000, N = 1020 and ε = 10−4, then
d̄′ = 16.1 and the matrix is 98.4% sparse.

The degree distribution can be designed to assist trian-
gulation further. If there are a large number of low degree
rows, and some higher degree rows to bring d̄ to the re-
quired value, then the triangle should be larger. Each low
degree row is less constrained, and therefore more easily
brought onto the diagonal of the triangle. A few high de-
gree rows will be put in the triangle, but in general they
will form the gap part of the matrix. Therefore they should
have a high degree so as to minimise the number required.

Given these considerations, it would seem sensible to in-
clude a small number of very large weight rows in the de-
gree distribution. This would still satisfy the d̄ constraint
but have a minimal effect on triangulation. However if
the corresponding ρ(i) is a low probability, there will be
a large variance in d̄ due to discrete effects in the number
of high weight rows randomly appearing in the generator
matrix. To counter this d̄ could be set higher, but then
the advantages to the triangulation process of using high
weight rows are lost due to the reduction in sparseness of
the generator matrix.

The random matrix generated according to the degree
distribution must be invertible, ie. there must be a unique
solution for the received message. This requirement im-
poses complicated constraints, and they are discussed for-
mally below. Qualitatively no randomly generated rows
can contain the same elements, and no rows must be lin-
early dependent on one another.



MADGE AND MACKAY: EFFICIENT FOUNTAIN CODES FOR MEDIUM BLOCKLENGTHS 5

C. Invertibility

If there are no spare rows, only a small fraction of ran-
domly generated matrices are invertible. In the case of a
perfectly random generator matrix, that fraction is 29%
[4].

Fig. 4 shows the probability of matrices with E spares
being invertible, the success probability is bounded by 1−
2−E .

[Add diagram]

Fig. 4. Probability of random matrix being non-singular versus
number of spares rows, assuming a matrix with row weights chosen
from a binomial distribution.

Therefore a random code will always have a received
packet overhead if it is to achieve a low failure probability.
However the failure rate is fixed purely by the number of
spare rows required, so the percentage overhead will be
reduced for longer blocklengths.

A matrix inversion can be considered as an M-
dimensional walk on a hypercube. P00

D. Triangulation

Once the triangulation algorithm has started it will only
stop when there are no further degree one columns. A
new degree one column will be created by splitting, as de-
scribed in the section of algorithms. If there are only high
weight columns remaining then this will add a lot to the
non-triangular part of the matrix. However the fact that
the column weights are Poisson distributed, and therefore
continuous, makes this relatively unlikely.

When the triangulation algorithm encounters a situation
where there are no degree one columns, it must choose
which column to split. A successful and efficient heuristic
is to choose the column with the largest minimum weight
attached row, from the set of minimum weight remaining
columns. When the column is subsequently split then only
high weight rows will be discarded. Each high weight row
will connect to many columns, so moving it will reduce the
weight of all of those columns. Due to the restriction on
selectable columns, sometimes a low weight row will be the
largest minimum, and will be discarded. This is generally
wasteful but is an unfortunate side effect of the heuristic.

Another heuristic is simply to choose the column with
the largest minimum weight connected row from the set
of all columns. This removes the problem of low weight
rows being discarded, and can reduce the gap very slightly.
However the number of columns which the algorithm needs
to examine increases, and the tradeoff is not efficient.

It makes no difference to the size of the triangle whether
the highest or lowest weight rows are sent to the top (or
bottom) of the matrix when columns are split. Once these
rows have been moved they will play no further part in the
matrix which the rest of the algorithm is applied to.

IV. Capacity-Approaching degree distributions

The space of degree distributions is very large indeed,
making a näıve computational search infeasible. Given the

constraints detailed in Section III it is not unreasonable
to suppose that only a small number of distributions will
be useful for the problem in hand and the search can be
reduced considerably. Here we present simple degree distri-
butions that, while not optimal, have desirable properties.

Once the form of a degree distribution that performs
reasonably is found, Lagrange minimisation can be used to
enforce constraints on it. For example, distributions with
large amounts of degree two, three, some ln(K), 2 ln(K)
and a small spike of high degree, satisfy many of the theo-
retical requirements, but won’t satisfy d̄′. Using Lagrange
minimisation a degree distribution can be constructed that
is as close to this made up distribution, but also satisfies
the constraint. In practice degree distributions generated
in this way work well. A suggestion for an initial form
useful when creating these distributions is given in Fig. 5.

Degree Initial probability

2 0.4
3 0.35

dlnKe 0.1
d2lnKe 0.075
d(lnK)2e 0.025
dK/4e 0.05

Fig. 5. Suggested initial distribution for a code with blocklength K.

The Lagrange minimisation uses an idea borrowed from
large deviation theory, that is to minimise the Kullback-
Leibler divergence between two distributions, while attach-
ing additional constraints through variational parameters
[1].

The base degree distribution is Q(x), and the con-
structed distribution is P ∗(x). The set E contains all dis-
tributions that satisfy the k constraints, P (x) is an element
of E. Formally:

E =

{

P :
∑

a

P (a)gj(a) = αj , j = 1, 2, . . . k

}

(9)

The functional is then given by:

J(P ) = D(P‖Q)+
∑

j

λj

∑

a

P (a)gj(a)+ v
∑

a

P (a) (10)

This is differentiated to give P ∗(x), degree distributions
with a minimum relative entropy to Q(x).

P ∗(x) =
Q(x)e

∑

j λjgj(x)

∑

a∈A Q(a)e
∑

j
λjgj(a)

(11)

The λi are varied to find the degree distribution which
satisfies the constraints. A is the set over which the degree
distribution is defined, ie. all row weights 6 K.

Degree distributions produced using this technique can
then be further optimised by hill climbing. [Explanation
of hill-climbing.]
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Blocklength 1000 2000 5000 10000

λ2 0.396300 0 0.420069
λ3 0.332980 0.373500
λ7 0.067417
λ9 0.106117
λ14 0.140208
λ21 0.075314
λ90 0.019000
λ250 0.063095
λ2400 0.006000

Failure rate 0.0001139 0.000100
Max gap 82 126
Mean gap 45.5 70
Min gap 23 32

Fig. 6. Example optimised degree distributions for various block-
lengths. Statistics of distributions generated from 10000 random de-
coding trials.

Table. 6 gives some example distributions found using
these techniques for different blocklengths.

Fig. 7 shows the performance of a good distribution
constrained to different mean degrees. The base distribu-
tion is 0.40533x+0.34008x2+0.068459x6 +0.140946x13 +
0.045185x249, and Lagrange minimisation is used to en-
force the mean degree constraint. As the degree increases
the failure rate decreases, as predicted by coverage argu-
ments. At the same time, increasing the mean degree de-
creases the sparseness of the matrix, and the mean gap
increases.

A. Triangulation

Fig. 8 shows a sparse matrix before and after triangu-
lation. The triangulation algorithm separates out high
weight “bad” rows near the beginning, which are pushed
to the top and bottom of the matrix. The remaining lower
weight rows constitute the rest of the extended diagonal.
Almost all low weight rows are used in the diagonal for any
degree distribution with large amounts of λ2 and λ3.

The use of a greedy algorithm means that the resulting
triangulation is unlikely to be the best possible, and some
low weight rows are unnecessarily discarded at the bottom
of the matrix. More expensive triangulation algorithms
would be able to extend the diagonal further, but their
associated cost would outweigh the benefit of increasing
the diagonal by a small amount. In the example shown a
perfect triangulation would reduce the gap by 11.

The predicted computational complexity of triangula-
tion is O (K). Fig. 9 shows the actual cost for a given
degree distribution, which is O

(

K1.1
)

. The degree distri-
bution is not varied as the size is increased, but the number
of non-zero elements in the generator matrix will increase.
In order to predict the best next row/column pair to swap,
the triangulation procedure sometimes has to examine a
large of columns. Cacheing is used to reduce the cost of
these operations. [compare with Nlog N here]

Fig. 10 shows how the mean triangulation of the gen-
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Fig. 7. Above: Nine deciles of gap versus mean degree (d̄) for 10000
random decoding trials of 1000×1020 matrices. The median is shown
in bold. Below: Failure rate versus mean degree (d̄). Each degree
distribution was sampled until 30 failures had been recorded, where
possible, to give reasonable error estimates.

erator matrix varies as a function of the number of spare
rows received, which is directly proportional to the over-
head. Given more spare rows the triangulation algorithm
is able to cherry-pick the best rows to extend the triangle,
so when it is given more spares the achievable triangulation
is inevitably higher. The graph shows that mean triangu-
lation is a smooth function of the overhead. Because the
minimum degree of a row is 2, the gap can never be smaller
than 1.
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B. Comparison with other decoders

The received packet overhead of the RU decoder is
lower than the LT decoder for medium blocklengths (K 6

10000). Fig. 11 shows the number of packets required by
the LT decoder to recover a message, using an optimised ro-
bust soliton distribution, with c = 0.02 and δ = 0.75. [more
details]

The overhead of the RU decoder is fixed at 2% to give a
low failure rate. The LT decoder can recover the message
from packets “on-the-fly” so it only ever receives the exact
number of packets it requires to decode successfully. Us-
ing the RU decoder in this way would be computationally
inefficient, without some modifications to the algorithm.

The mean overhead of the LT decoder is 5.6%, but some-
times decoding requires a much larger overhead. Only in
a small number of cases is the overhead of the LT decoder
lower than the RU decoder.

A random linear code requires fewer received packets
than the RU decoder, because it doesn’t have constraints
on its degree distribution caused by triangulation consid-
erations. The matrix will be denser, and the number of
additional rows required is shown by Fig. 4. The compu-
tational cost of this inversion would be O

(

K3
)

, making it
infeasible for medium blocklengths.

Table. 12 is a table showing the number of operations
required by each stage of the RU decoder for a sample
1000× 1020 matrix. The operation counts are split into
list operations, binary operations and symbol operations.
For the beginning stages of the decoding a list represen-
tation is used to take advantage of the sparseness of the
matrix. When the F is inverted a dense representation uses
binary operations to speed up the inverting. Symbol op-
erations are required to actually recover the message from
the packets, by bitwise addition modulo 2.

V. Discussion

[needs work]

LT decoding is equivalent to running the triangulation
algorithm, and then solving by back-substitution once a
perfect triangle is constructed. It greedily starts triangles
whereever it finds a degree one row. RU decoding creates
as big a triangle as possible, for efficiency, then gives up
and does some harder computation instead of waiting for
more packets that would increase the triangle size.

The requirements on a degree distribution that aims to
make perfect triangles are not well understood. Empiri-
cal construction of degree distributions that lead to fairly
small gaps is possible, as demonstrated in this paper. The
fact that perfect triangulation is not achieved does not stop
the RU decoder from recovering the message, though a
smaller gap is desirable because of computational complex-
ity considerations. This makes it much easier to design a
good degree distribution for the RU decoder compared to
the LT decoder. It is a more robust code.

The RU codes are useful for medium blocklengths where
degree distributions for the LT decoder are inherently frag-
ile, and random linear code decoding is too expensive. For

long blocklengths LT codes are probably more efficient, but
this was not investigated. For very short blocklengths ran-
dom linear codes use fewest packets, and pay the cost of
matrix inversion.

Raptor codes are another code useful for erasure chan-
nels, with linear decoding complexity, but they are
patented so can’t be used without a licence from Digital
Fountain.
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(a) Before

(b) After

Fig. 8. Picture showing a 1000× 1020 received matrix before and
after the triangulation algorithm is run. The final gap size is 47.
A lot of order is imposed on the structure of the matrix simply by
using row and column swap operations. The degree distribution is...
A video showing the triangulation algorithm running is available at
[5].
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Fig. 9. Computational complexity of triangulation algorithm. The
degree distribution is identical for each K. The time taken is the
total for 100 random decoding trials.
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Fig. 10. Mean gap sizes for 1000× 1000+spares matrices for degree
distribution above. 10000 random decoding trials per number of
spares. Not all trials managed to decode. Minimum gap possible is
1, indicated by a dashed line.
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Fig. 11. Histogram showing received packet overhead for the LT
decoder with a robust soliton distribution (c = 0.02, δ = 0.75). Fixed
overhead of 2% for an RU decoder is shown as a dashed line for
comparison. Blocklength is 10000. The histogram comprises 5000
random trials of the LT decoder.

Stage List Symbol Binary
operations operations operations

1. Receiving 41116 1020 0
2. Triangulation 20558 0 0
3. Splitting 41116 1020 0
4. pA

2
9791 9791 0

5. zb 9972 10032 0
6. F 93472 0 0
7. p1 0 890 57076
8. zc 366 1326 0
9. p2 9791 9791 0

Total 226182 33870 57076

Fig. 12. Number of operations of different types needed by each
stage of the RU decoder for a sample 1000× 1020 matrix. There are
20558 non-zero terms in the received matrix. [fix table]


