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Abstract

We develop two artificial neural network models which use ‘spiking’ neurons to perform recog-
nition and memory tasks.

The first task studied is that of recognising spoken words. We present a network built from
approximately 1000 biologically plausible integrate-and-fire neurons which was developed as
the winning solution to an academic competition posed by John Hopfield and Carlos Brody.
The network recognises a vocabulary of ten words, regardless of the speed at which they
are spoken (‘time-warp invariance’). The network employs two key mechanisms: transient
equality in the firing rates of subsets of neurons, and the inducement of synchrony among
groups of weakly-connected neurons.

In the remainder of the thesis we study an autoassociative memory. The network consists
of a single layer of spiking neurons with recurrent time-delay connections. Each neuron is built
from a number of coincidence detector subunits, and can be thought of as an approximation
to a binary ‘sigma-pi’ unit. The network stores and recalls spatiotemporal spike sequences
(patterns of neural activity over time). When stimulated with a noisy or incomplete version of
a stored memory, the network will ‘clean up’ the memory and, if periodic spike sequences are
used, repeatedly replay the corrected, completed memory. Unlike most memory models, the
system is able to simultaneously recall more than one stored memory, using a single population
of neurons. We explore the capacity properties of this ‘Concurrent Recall Network’.

Using a mapping from real numbers to spatiotemporal spike sequences, we extend the
Concurrent Recall Network into a line attractor memory. In this mode of operation, it is able
not only to store individual memories (point attractors) but also a continuum of memories (a
line attractor). After training, the network can stably recall the spike sequence corresponding
to any point along the attractor. Furthermore, by applying a global ‘velocity control’ signal
to all neurons in the network, we can cause the recalled state to drift along the attractor in
a controlled fashion.

Finally, we demonstrate the ability of the Concurrent Recall Network to store multiple
line attractors, recall different positions along each attractor concurrently and independently
move along each attractor.
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Chapter 1

Introduction

1.1 Modelling networks of spiking neurons

The human brain contains around 100 billion highly interconnected neurons. Information is

transmitted between neurons in the form of action potentials (short electrical pulses which

propagate along the interconnecting axons), also known as spikes. How this ‘wetware’ is

able to perform the feats of perception and memory to which we are accustomed is not yet

understood.

The aim of this thesis is to develop theoretical models of computation with spiking neurons.

The motivation for doing so is two-fold. Firstly, we hope that such models may contribute to

our understanding of the mechanisms by which real brains operate. Secondly, models of com-

putation that diverge from those conventionally deployed in artificial systems are interesting

in their own right. Even if it turns out that they bear no similarity to the operation of biolog-

ical neural networks, we may gain insights into the nature of computation itself. Bearing both

of these aims in mind, the approach we take in this thesis is not to limit the models under

study to those which precisely match the known physiology of real brains, but nonetheless

to use models which are biologically plausible. We take this approach in the belief that even

relatively simple models of biological neurons may be sufficient to capture key aspects of the

computational processes used in the brain, and that to focus on building models consistent

with every known fact about the brain would be a hindrance to finding general principles of

computation with spiking neurons.

The ‘spiking’ nature of most types of biological neuron has been known since the first

experiments of Adrian in the 1920s [5, 6, 7], who observed that, rather than having a contin-

uous, analogue output, neurons respond to stimuli by ‘firing’ one or more action potentials

(spikes).1 Adrian also found that the sensory neurons that he studied fire spikes at a rate

which increases monotonically with the intensity of stimulus. This observation led to the

widespread adoption of the ‘rate coding hypothesis’ — the idea that all neurons in the cortex

communicate purely through their rate of firing.

1In contrast, a typical Artificial Neural Network (ANN) has neurons which have real-valued inputs
and outputs.

1



1.2. THESIS OUTLINE 2

While it is indisputable that rate coding is used in the functioning of the brain, there is

mounting evidence that the precise timing of individual spikes also plays an important role

[67]. It is within this ‘temporal coding’ framework that the models explored in this thesis lie.

1.2 Thesis outline

Speech, being a temporal form of sensory input, is a natural candidate for investigating tem-

poral spike coding in neural networks. It is only through comprehension of the temporal

relationship between different sounds which make up a spoken word or sentence that speech

becomes intelligible. At some level, the processing by the brain of the incoming sensory input

from the ear must deconstruct these temporal relationships in order to decode what is being

said. In chapter 2, we describe an artificial, biologically plausible neural network capable

of performing recognition of spoken words. The network blurs the distinction between rate

coding and temporal coding. Firing rates are used to represent the elapsed time since a

particular auditory feature was detected. But the word as a whole is recognised by the tran-

sient formation of temporal synchrony — phase locking — between sets of weakly-connected

neurons.

Synchrony among coupled oscillators is observed in many situations both in the laboratory

and in nature [81]. The pendula of identical pendulum clocks placed near to each other are

known to synchronise due to extremely weak coupling from air movements and vibrations

[38, 39]. Synchrony also occurs between organisms. In one spectacular example from South

East Asia, thousands of flashing fireflies in a tree will synchronise their flashing, because the

fireflies’ internal chemical cycle is advanced in phase by flashes of light from other fireflies

[59].

In the brain, synchrony of spikes plays a critical role in the echo-location circuits in

bats [50], the electro-sensory system of electric fish [27] and sound localisation in birds and

mammals [44, 18]. Synchrony has also been observed more generally among subsets of neurons

in mammalian brains, and it has been suggested that synchrony may be used to ‘bind’ different

items of sensory information, i.e. to signify that they are all properties of the same object

[77, 67, 47]. The model studied in chapter 2 increases our understanding of the ways in which

synchronised spiking can be used to recognise, store or compute information in a network of

neurons.

Chapter 3 introduces a different spiking neural network model, the Concurrent Recall

Network, built from a single layer of spiking neurons with recurrent time-delay connections

and coincidence detector subunits. Whereas the model in chapter 2 used collective synchrony

of large groups of neurons to perform recognition of a stimulus, the model in chapter 3 uses

the coincidence (synchrony) in the arrival time of small clusters of spikes to implement an

autoassociative memory.2 In a typical neural network implementation of an autoassociative

memory, a memory is stored and recalled in the form of the level of activity of all the neurons

2Autoassociative memories are introduced at the beginning of chapter 3.
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in the network. In this system, a memory takes the form of a spatiotemporal pattern of spikes

— in other words, the precise spiking activity of a population of neurons over a given period

of time.

The network of chapter 3 is able to take advantage of this representation of information by

simultaneously recalling more than one stored memory, using a single population of neurons.

Such a feat is not possible in most models of memory. In a rate-based model, a neuron cannot

simultaneously have several different firing rates,3 but it can fire at several different moments

during a 100ms period. Chapter 4 explores the capacity of the Concurrent Recall Network

through simulation and analytical results.

In chapter 5 the Concurrent Recall Network is extended from a memory that can store

individual memories (point attractors in the high-dimensional space of all possible spatiotem-

poral spike sequences) into a memory that can store one or more line attractors. This gives

the network the ability to store a continuum of related memories. For example, an organism

could use such a facility to robustly store a continuous variable such as the angle of one of

its limb joints. Equally, the line attractor could represent a physical route through the or-

ganism’s environment, with stimuli and memories associated with different points along the

route. The network is also capable of controlled motion along the line attractor, turning it

into an integrator of a ‘velocity control’ signal. Such a network could therefore be used to

mentally move along a memorised route in a controlled fashion, or to integrate a motion signal

emanating from another brain area to compute the new limb position.

3As Izhikevich has pointed out [41, 37], some forms of interaction between weakly-coupled neurons
depend on their relative intrinsic firing frequencies; the synchronisation between neurons in the model
in chapter 2 is one example. This raises the possibility of superimposing frequency-encoded information
in much the same way as is done with FM radio broadcasts. However, a simple measurement of firing
rate cannot disentangle information combined in this fashion.



Chapter 2

Speech Recognition with Spiking

Neurons

2.1 Introduction

Humans can recognise words spoken by unfamiliar speakers in noisy environments, whether

spoken slowly or rapidly. Automatic speech recognition aims to bring these abilities to ma-

chines. The algorithms employed for computer speech processing are typically based on

Hidden Markov Models [45]. While algorithms such as these may offer good performance for

artificial recognition, they bear little resemblance to how the brain decodes spoken words.

This chapter explores an alternative recognition mechanism, which uses an artificial neural

network to recognise temporal patterns. The network is biologically plausible, so offers insight

into how the brain may recognise words or other temporal patterns. It is trained on a single

example of each word, and is then able to recognise speech from different speakers, spoken at

different speeds.

The origin of this research is a competition set in October 2000 by Professor John Hopfield

and Dr Carlos Brody. They constructed an artificial neural network from approximately

1000 biologically plausible spiking neurons. The network could recognise ten spoken words,

regardless of whether they were spoken slowly or quickly (‘time-warp invariance’). They

described this artificial organism, which they called mus silicium, in a paper [34] revealing only

data that could have been obtained experimentally had the neural network been part of a real

organism’s brain (that of a mouse, say). The paper included plots of the (simulated) outputs

of various individual neurons while the organism was being presented with different stimuli,

as well as observations about the broad pattern of connectivity they “observed”. Neither the

precise connectivity of the network nor the reasoning behind the network’s construction were

revealed.

Hopfield and Brody proposed two competitions. Competition A was to deduce and de-

scribe the mechanism by which their organism performed word recognition. Competition B

involved creating an artificial network with a similar number of spiking neurons to Hopfield

4
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preprocessing

Layer A (broadly tonotopic)

Layer W (broadly tonotopic)

γ0 γ1 γ2 γ3 γ4 γ5 γ6 γ7 γ8 γ9

+/- lateral connections

in layer W

Layer Γ

Figure 2.1: Architecture of the mus silicium network. Layers A and W are broadly tono-
topic, i.e. a neuron’s position in the layer determines approximately what frequencies of sound
it responds to. In addition to the feed-forward connections illustrated, layer W contains lateral
(within-layer) connections of both excitatory and inhibitory types.

and Brody’s that could perform the same task. The entry achieving the lowest error score in

the recognition task was the winner. Competition A was solved collectively by our research

group [53] and the problem provided a convenient focus for research into computation with

spiking neurons. This research, including the winning entry to competition B which resulted

from it, is described in the remainder of this chapter.

We begin with a brief summary of the information about mus silicium that appeared in

Hopfield and Brody’s original paper and supplementary online material [34, 61]. Sections 2.3

and 2.4 describe how mus silicium is able to recognise words. Finally, we present the results

from our own implementation of mus silicium .

2.2 Inside mus silicium

The network consists of three layers of neurons: an input layer (A) fed by a preprocessing

unit, a middle layer (W) and an output layer (Γ) (figure 2.1). Each layer has feed-forward

connections to the next layer. Layer W additionally has lateral (intra-layer) connections. The

following sections describe each layer in more detail.

2.2.1 Preprocessing

The preprocessing unit is fed as its input a short sound sample (typically one spoken word)

and detects the occurrence of 40 different features in the following way. The input sound first

undergoes spectrographic analysis by Fourier transform, akin to the way in which the cochlea

in the ear determines the frequency spectra of sounds. The frequency spectrum is divided

into 20 frequency bands. For each band, the times of three events are determined: onset (the

start of the first period during which there is significant energy in that frequency band), offset

(the end of that period) and peak (the first maximum of energy in the band) (figure 2.2). Of

the resulting 60 different events, a fixed choice of 40 (specified by Hopfield and Brody) form
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Figure 2.2: Spectrograms show the intensity of sound across the frequency spectrum with
time. Red pixels denote highest intensity. (a) A speaker saying “one”. The onset and offset
times for a frequency band centred around 2kHz are shown by black circles as an example.
See text for details. (b) A speaker saying “zero”, for comparison.
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Figure 2.3: Map of layer A. For each of 40 event types (columns in this figure) there are 20
different outputs from layer A, with different values of tdecay. Each miniature set of axes shows
how the current emitted on one output varies as a function of the time since its associated
event occurred.

the final output of the preprocessing unit. The times of occurrence of these events is used to

trigger activity in layer A.

2.2.2 Layer A

The purpose of layer A is to generate 800 analogue output currents, which can be used to

drive neurons in layer W. We first describe the form of currents required, then describe a

mechanism which could be used to generate them using spiking neurons.

The 800 output currents are divided into 40 equally sized groups, corresponding to the 40

types of event detected in the preprocessing stage. When an event occurs, all output currents

in the group associated with that event rise to a value of 1 (in arbitrary units). Each current

then decays linearly to zero, reaching zero a time tdecay later. The 20 output currents in each

group all have different values of tdecay, ranging from 0.3 to 1.1 seconds, but the same 20

values of tdecay are used in each group of 20. Figure 2.3 summarises the setup. The end result

is that layer A provides a set of 800 different analogue output currents: each current rises to
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Figure 2.4: Illustration of the behaviour of a neuron which could be used to generate the
required output currents from layer A. Spike raster (top) and firing rate (main axes).

1 when one particular type of event occurs in the stimulus and decays linearly back to zero

at a particular rate.

The generation of output currents from layer A could be considered part of the prepro-

cessing of the stimulus before it reaches the main network of spiking neurons in layer W.

However, it is possible to generate the required currents using biologically plausible spiking

neurons. For each of the 800 output currents that layer A is required to produce, we envisage

having a large number, M , of identical spiking neurons. Thus, each set of M neurons is

associated with the same stimulus event and has the same value of tdecay. The neurons have

a firing rate which is adaptive in the following way. When a neuron’s associated event occurs,

it begins to fire periodically at a particular rate, to which we assign the value 1 in arbitrary

units. The firing rate then decays linearly to reach zero tdecay later. Figure 2.4 illustrates the

output of one such neuron.

Owing to noise or tiny variations in the time at which each neuron starts to fire, the

precise firing times (phases) of the M neurons which have the same triggering event and the

same value of tdecay will not be equal; only their firing rates will be the same. Since each

neuron outputs a short pulse of current when it fires, the total, ‘collective’, current output

of all M identical neurons will, if M is large enough, be a smooth, analogue current which

varies in the manner required for one of the 800 outputs from layer A.

A decaying firing rate of the kind described above is not biologically implausible: spike-

frequency adaptation is a commonly observed property of cortical neurons. For example, one

study of visual cortex neurons in an anaesthetised cat found that the firing rate in response

to the onset of constant input is well described by an exponential decay to steady-state [9].

Neurons such as these could provide the decaying firing rate in layer A which mus silicium

requires. As will be noted in section 2.3.2, mus silicium does not require the firing rate decay

of layer-A neurons to be linear.
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Iext

urest

C

I(t)

S(t)

u+

Figure 2.5: Schematic illustration of an integrate-and-fire neuron. The dashed box encloses
one neuron. The neuron receives spikes (shown as blue delta functions) at its many synapses
(two are shown). Each synapse converts incoming spikes into a post-synaptic current S(t),
which can be viewed as the impulse response of the synapse. The post-synaptic currents from
all synapses, plus any external current Iext, are summed, and then fed into a capacitor which
can slowly discharge through a leakage resistance. A comparator (marked C) monitors the
voltage drop across the capacitor; if it rises above a set threshold, the charge on the capacitor
is reset to a particular reset value and a spike is emitted on the neuron’s output. Typically,
each neuron’s output fans out to make synapses with multiple other neurons.

2.2.3 Integrate-and-fire neurons

The neurons in the W and Γ layers of the network are non-adaptive leaky integrate-and-fire

neurons [22], a standard neuron model which we summarise here and in figure 2.5.

Each neuron has a membrane potential, ui(t), which obeys the following equation while

ui(t) is less than a threshold uthreshold:

d

dt
ui(t) =

1

C

(

−
ui(t) − urest

R
+ Ii(t)

)

, (2.1)

where urest is the resting potential of the neuron, R denotes the leakage resistance, C the

membrane capacitance, and Ii(t) the total current flowing into the neuron. The neuron acts

as a leaky integrator of the current flowing into it, with time constant RC.

If the potential reaches utrigger, the neuron ‘fires’. The consequences of firing are:

1. The potential, ui(t), is reset to a value given by ureset;

2. The neuron enters an absolute refractory period, during which time the input current

Ii(t) is ignored.

3. The neuron emits a spike on its output.

Neurons are connected at synapses which connect the output of one neuron (referred to

as the pre-synaptic to the input of another (the post-synaptic neuron). The synapse between

the output of pre-synaptic neuron i and the input of post-synaptic neuron j has an efficacy

wij , also referred to as the weight, or strength, of the connection between the two neurons.

wij = 0 denotes that there is no connection from neuron i to neuron j.
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When neuron i emits a spike, an extended current pulse of the form Si(t) is generated at

synapses for which i is the pre-synaptic neuron (actual forms of Si(t) used in mus silicium are

given in the next section and plotted in figure 2.12). The amplitude of the current pulse is

scaled by the connection weight, resulting in the post-synaptic current which then contributes

to the input of the post-synaptic neuron. A neuron’s total input current, Ii(t), is therefore

given by

Ii(t) =
∑

j

∑

f (j)

wjiSj(t − tf (j)) + Iext,i(t) (2.2)

where j is an index over all neurons in layers W and Γ, f (j) is an index over all firings of neuron

j, and tf (j) is the time of the fth firing of neuron j. Iext,i(t) represents current flowing into

the neuron from sources other than other integrate-and-fire neurons. In mus silicium, neurons

in layer W receive such an external input from a single layer-A output. The magnitude of

this external current reaches much higher values than does the current contributed by the

post-synaptic currents caused by impinging spikes from other neurons.

The effect of an individual post-synaptic current on the post-synaptic neuron’s potential,

i.e. the cumulative ‘leaky integral’ of the post-synaptic current, is known as the post-synaptic

potential (PSP). The actual forms of the post-synaptic currents used in mus silicium are given

in the next section and plotted in figure 2.12.

Note that if the input current Ii(t) is a constant and has a value larger than (utrigger −

urest)/R, the neuron will fire periodically at a rate dependent on Ii(t) as the membrane

potential repeatedly charges up to utrigger and is reset (figure 2.6). We can therefore think of

a strongly-driven integrate-and-fire neuron as an oscillator. The relationship between input

current and firing rate is shown in figure 2.7.

In simulations, Gaussian noise with standard deviation 0.2mV is added to the membrane

potential of every neuron independently at each simulation time step (every 0.1ms). Values

of urest, uthreshold and ureset are −65mV, −55mV and −75mV respectively, the time constant

of W-neurons (the product RC) is 20ms and the absolute refractory period is 2ms.

2.2.4 Layer W

The middle layer, W, consists of 800 integrate-and-fire neurons of the type described in

the previous section. 50% of the neurons are excitatory (α-neurons), meaning that they

increase the internal potential of other neurons to which they are connected when they fire.

A pre-synaptic α-neuron induces a post-synaptic current which takes the form of a decaying

exponential with a time constant of 2ms. The other 50% of neurons in layer W are inhibitory

(β-neurons). The post-synaptic current induced by a β-neuron takes the form of a negative

alpha function (−te−t/6ms), and is of the opposite sign to the post-synaptic current induced

by an α-neuron. Both post-synaptic currents are plotted in figure 2.12; their precise roles will

be discussed in section 2.4.2.

Each α-neuron receives an input from a single layer-A output. This forms Iext in equa-
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Figure 2.6: Demonstration of the effect of different values of a constant driving current
on an integrate-and-fire neuron. The neuron’s potential, u(t), is shown on the bottom axes.
uthreshold is −55mV, urest is −65mV and ureset is −75mV. The top axes show the input
current to the neuron. The neuron does not receive input from other neurons, so the total
input current (equation 2.2) consists only of an external driving current Iext. A value of 1
corresponds to the maximum output of a layer-A output current. For driving currents larger
than (utrigger−urest)/R, which corresponds to 1/3 in these units, the potential u is repeatedly
charged up to the firing threshold and subsequently reset, leading to periodic firing of the
neuron. For input currents below this value, the driving current is not sufficient to drive the
potential above threshold, and a steady-state is reached.
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and-fire neuron model used in mus silicium. The current is shown in arbitrary units, with 1
being the maximum current of a layer-A output.
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Figure 2.8: Spiking neurons in layer W. (a) Schematic representation of an excitatory (α)
neuron. The neuron receives input from many other neurons. When the neuron spikes, it
contributes a positive post-synaptic current (inset axes) to the neurons its output is connected
to. (b) An inhibitory (β) neuron behaves like an α-neuron except that the post-synaptic
current it induces in neurons which receive its spikes is of the opposite sign and has a different
form, as shown. (c) Typical connections among W- and γ-neurons in mus silicium. Each
W-neuron receives a strongly-weighted input from layer A, plus many weaker connections
from other W-neurons. Each W-neuron’s output feeds a single γ-neuron (as well as other
W-neurons); as there are far fewer γ-neurons than W-neurons, each γ neuron receives input
from a large number of W-neurons. Only α-neurons have been shown in the W layer for
clarity; in the real network a β-neuron accompanies each α-neuron.
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tion 2.2. Additionally, each α-neuron has connections to and from numerous other α-neurons

in layer-W. Figure 2.8(c) summarises the types of connections to and from α-neurons in layer

W; a precise specification of the required connections will be given when we discuss how mus

silicium is able to perform speech recognition in section 2.3.

In mus silicium, each β-neuron operates as a partner to an α-neuron. The nature and

purpose of this partnership will be discussed in section 2.4.2; for the moment it suffices to

focus on α-neurons alone.

2.2.5 Layer Γ

The output layer, Γ, consists of ten neurons — one for each word the network is to recognise.

These ‘γ’ neurons have similar dynamics to W-neurons, but have a lower leakage resistance

(shorter time constant). Each γ-neuron receives input from multiple neurons in layer W.

The goal of mus silicium is for each γ-neuron to detect when the network is presented with

a sound similar to one of ten training words. In particular, it should respond regardless of

the speed at which the word is spoken (within certain limits). A γ-neuron should respond to

its associated word by firing a burst of spikes close to the end of the stimulus word, as shown

in figure 2.14. In the next section, we explain how the neural hardware we have described in

this section can be used to perform this task.

2.3 Recognition through transient synchrony

In the previous section, we described the neural hardware of mus silicium, as outlined in

Hopfield and Brody’s first paper [34]. The first part of their competition was to deduce how

this system could perform recognition of spoken words in a manner which is invariant to the

speed at which they are said.

The basic principles of operation of the network were deduced collectively by members of

our research group [53]. In this section, we develop these principles into a detailed description

of how mus silicium operates. Hopfield and Brody provided their own explanation of how

their system functions in a second paper [35] published after the close of the competition.

2.3.1 Overview

Training mus silicium to recognise ten words involves setting up the connections from layer A

to layer W, within layer W, and from layer W to layer Γ. The task of the training algorithm

is to determine, given the ten words that the network is required to recognise, the precise

connectivity of neurons in the network. Since an understanding of the training rule requires

an understanding of the overall mechanism by which mus silicium operates, we will introduce

the training rule gradually: as we see how mus silicium operates, we will also see which

connections are required. Later, in section 2.4.3, we discuss the training rule in more detail.
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Figure 2.9: Selection of layer-A outputs for an example word with three features. The plot
shows the outputs of three groups of layer-A outputs, which are triggered by events A, B, and
C at the times indicated. From the range of slopes (values of tdecay) available, the training
algorithm selects one output from each group (coloured lines) such that the three selected
outputs have intersecting current trajectories.

2.3.2 Coincidence and time-warp

A spoken word, after preprocessing as described in section 2.2.1, consists of a sequence of

events over time. Recognising a learnt word means detecting the presence of the correct

features (events) in the correct temporal relationship to each other.

We now show how the selection of a collection of output currents from layer A forms the

first stage of detecting a temporal sequence of features.

Imagine a word with three features: a, b and c. Each of these three features triggers a

set of 20 layer-A output currents, with 20 different values of tdecay. Assuming the period of

time over which the events occur is less than the range of tdecay values in layer A, there will

be at least one triplet of output currents — one output from each group of 20 — that have

decay rates such that the currents are approximately equal at some later time (figure 2.9).

This equality of currents provides evidence that the word was present. In general there will

be more than one possible intersection. In the training rule used in this chapter, we define

the ‘target’ intersection point for a given training examplar to be at the intersection of the

slowest-decaying output current from the first feature to be activated with the most rapidly-

decaying current from the last feature to be activated. The output current selected for each

remaining feature is the one which passes through the target intersection current closest in

time to the target intersection time.

Leaving aside for the moment the question of how the equal output of a group of layer-A

output currents leads to the firing of a γ-neuron, we are now in a position to see how the

time-warp invariant nature of mus silicium works.

If a word is spoken more slowly, the same sequence of features will be present, but their

times of occurrence will be expanded in time.1 We take the case in which there is a linear

1If the same recorded sound sample were played at an altered speed, it would not be true that the
same set of features would be activated. The pitches of the sounds making up the word would also
be altered, causing a different set of features to be activated. When a person speaks more quickly or
slowly, however, the pitches of the sounds produced remain the same.
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Figure 2.10: Time-warp invariance. (a) Three features occur at times a, b, c. Three layer-
A output currents are selected with decay rates such that the currents coincide at a later
time (R). The vertical axis represents either the layer-A output currents, or the firing rates
of corresponding layer-W neurons to which they are connected. (b) The same word spoken
more slowly: the events a, b, c are linearly stretched along the time axis but the gradients
of the lines remain unchanged. Coincidence still occurs, now at a different position on the
y-axis. (c) When features a, b, c occur at random times (such as when a different word is
presented), the three lines are unlikely to intersect.

scaling of the times of the events making up a word, which is the form of time-warp that mus

silicium can naturally cope with. For our example word made from three events, the relative

timings of the three events a, b and c are stretched linearly, however the rates of decay of the

three layer-A output currents which we identified remain unchanged since rate of decay is a

property of which layer-A output was selected and not of the input sound. As can be seen

in figure 2.10, in this linearly time-warped situation the outputs of the three currents still

coincide. The output current at which they coincide is different, and the time of coincidence

is shifted in relation to the event times by the same time-warp scale factor.

The property that the currents will still coincide after their triggering events have been

subjected to linear time-warp does not depend on the decay of the output currents over time

being linear. All that is required is that the ith output current is given by f((t− t
(i)
e )/t

(i)
decay),

where f(·) is any single-valued function and t
(i)
e is the time of the triggering event. Then, if

f((tc − t
(i)
e )/t

(i)
decay) = f((tc − t

(j)
e )/t

(j)
decay) (i.e. two outputs are equal at the coincidence time

tc), it follows that f((αtc − αt
(i)
e )/t

(i)
decay) = f((αtc − αt

(j)
e )/t

(j)
decay) (i.e. the same two outputs,

if their event times are rescaled by α, are equal at the new coincidence time αtc).

The time-warp invariance property of the decaying layer-A output currents means that

if, when training the network to recognise our imaginary three-feature word, we select the

three particular layer-A outputs whose outputs will decay to reach a particular value at some

particular time after the third event, then those currents will still have coinciding outputs if

the word is spoken with a linear time-warp. In fact we have 40 features per word, not three.

For each one, the training algorithm must select 40 layer-A outputs which, when triggered by

the events in the training word, have outputs that all reach a particular value at a particular

moment soon after the end of the last event.
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2.3.3 From equal currents to equal firing rates

Each of the 40 selected layer-A outputs is connected to the input of a single pair of W-neurons:

an α-neuron and a β-neuron that work in tandem as will be discussed in section 2.4.1. As

noted in section 2.2.3, an integrate-and-fire neuron driven by a continuous input current above

a certain minimum value will fire periodically at a rate dependent on the current (figure 2.7).

Consequently, the decaying analogue output current of each of the 40 layer-A outputs is

translated into the decaying firing rate of a pair of W-neurons. At the ‘coincidence time’,

when the layer-A output currents are equal, there will therefore be 80 W-neurons (40 pairs)

which have identical firing rates.

2.3.4 Synchrony

So far, we have seen how it is possible to have a set of 40 pairs of W-neurons whose firing

rates become momentarily equal if one particular word is presented to the network. As a

word is played to the network, different W-neurons in the set will suddenly start firing as the

spectrographic feature associated with the layer-A output which is driving them is detected

by the preprocessing unit. Their firing rate will then decay as their driving current from layer

A decays. Only if the word being played was the training word associated with that set of

W-neurons will the temporal pattern of feature detections match up with the decay rates of

the 40 neurons to create a brief moment when the firing rates are all equal. If any other word

is present, the firing rates will never collectively intersect as they decay.

How is this transient equality of firing rates exploited by the network to result in the

firing of a γ-neuron? The size of the post-synaptic potential induced in a γ-neuron when it

receives a spike from a W-neuron is small compared to the increase in potential needed to

cause the γ-neuron to fire. Furthermore, the leaky integrator inside a γ-neuron has a short

time-constant, so it is not able to accumulate post-synaptic currents induced by incoming

spikes from W-neurons over a long period.

If, however, a γ-neuron receives simultaneous spikes from large number of W-neurons, the

combined post-synaptic current will be large enough to immediately force the γ-neuron over

threshold and cause it to fire. Effectively, we use the γ-neuron as a detector of synchrony

among the set of W-neurons from which it receives connections.

This immediately suggests the further step that is required to complete the chain of events

in mus silicium. As things stand, there is moment when, if the trained word is presented,

our set of 40 pairs of W-neurons have equal firing rates. They will not, in general, be firing

exactly in synchrony, since each neuron will be at a different phase in its oscillation. If we

can induce the set of W-neurons to fully synchronise when their firing rates are equal, then

by giving them all a connection to one particular γ-neuron, that γ-neuron will fire a spike

each time the set of W-neurons fires.

The set of W-neurons can be caused to synchronise by making weak all-to-all connections

between them all, i.e. by setting wij to a small positive value for all neurons i and j in the set.
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As will be discussed further in section 2.4.1 this form of weak coupling between the neurons

is sufficient to induce synchrony for the short period during which the neurons have similar

firing rates, i.e. either side of the ‘coincidence time’ at which the firing rates are equal.

2.3.5 Summary of the recognition process

We can summarise the whole process by which a word is recognised in a trained mus silicium

network as follows. When a word is input to the network, groups of output currents in

layer A (each group containing a variety of decay times), are activated by each sound feature

within the word as it occurs. In layer W are ten sets (one for each trained word) of 40 W-

neuron pairs. Each W-neuron is driven primarily by one particular layer-A output current

which causes it to fire at a rate determined by that current, but additionally receives weak

post-synaptic currents when other W-neuron pairs in its set fire, due to the weak mutual

connections within each set.

If the stimulus word is identical (or similar) to one of the ten which the network was

trained to recognise, then the neurons in the corresponding set of W-neuron pairs will all (or

mostly) arrive at the same firing rate near the end of the word. The equality of firing rate

of the neurons in the set will allow the weak mutual connections to induce synchrony. The

same set of W-neurons also has connections to a single γ-neuron, which will respond to the

highly synchronous firing of those 40 pairs of W-neurons by firing each time the W-neurons

fire, thereby signalling recognition of the word. Once the W-neuron firing rates diverge,

synchrony is lost, the inputs to the γ-neuron are once again uncorrelated in time rather than

arriving in a series of short, intense pulses, and it will cease to fire.

In reality, variations in the input stimuli, noise in the neuron dynamics and the stochastic

nature of the synchronising mechanism explained in the following section will mean that not

all the W-neuron pairs in the relevant set will fall into synchrony. Equally, some neurons will

synchronise even if their associated word is not being presented. The system is robust against

these variations. All we require is that a γ-neuron is able to detect the difference between

‘many’ and ‘few’ of its W-neuron pairs firing in synchrony.

2.4 Discussion

Having described in detail how mus silicium is able to recognise words, we return to discuss

three areas in more detail.

2.4.1 Mechanism for synchrony

The mechanism for the formation of synchrony among a set of mutually-connected integrate-

and-fire neurons can be understood in the following way. Consider two α-neurons in layer

W which have a weak mutual connection. Initially, we will consider both to be driven by a

constant and equal input current, meaning that they have the same intrinsic firing rate. We
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use the term ‘intrinsic firing rate’ to refer to the rate at which the neuron would fire when

driven only by a constant input current, i.e. ignoring the effect of the post-synaptic currents

induced by spikes they receive from each other. The intrinsic firing rate as a function of input

current is shown in figure 2.7. Unless the neurons happen to start at the same phase in their

cycles, they will be firing at the same frequency, but not phase-locked together.

Because the neurons have a weak mutual connection, each time one of them fires, the

other one’s internal potential, u, is boosted by the post-synaptic potential (PSP) induced by

the firing neuron’s spike, scaled according to the connection weight. Since the coupling is

weak, the effect will be small. If, however, the two neurons are almost firing in synchrony, for

example if neuron 2 fires soon after neuron 1, then the PSP will have a significant effect. When

neuron 1 fires, neuron 2 will be almost ready to fire (its membrane potential will be nearly at

threshold), and the PSP it receives from neuron 1 will be enough to push it over threshold,

causing it to fire immediately after neuron 1. Neuron 2’s phase will have been nudged forward

to join in synchrony with neuron 1, and they will remain phase-locked thenceforth.

In mus silicium, α-neurons are driven by linearly decaying outputs from layer A, so dif-

ferent neurons’ relative intrinsic frequencies are constantly shifting. If one neuron has a firing

rate which “overtakes” another one’s, then there will be a brief period when the two neurons

have sufficiently similar firing rates for the synchronising mechanism described above to be

effective. Synchrony will be maintained while the firing rates are sufficiently similar.2

A short study of the criteria under which synchrony can be maintained between a pair

of α-neurons3 was carried out and is summarised in figure 2.11. One α-neuron was driven

by a constant current (0.5 in arbitrary units, where 1.0 is the maximum output of a layer-A

output current in mus silicium; see figure 2.7 for corresponding intrinsic firing rates). The

second α-neuron was driven by a linearly decaying current, just like a layer-A output in mus

silicium. Various decay rates were tried, with the corresponding starting currents chosen so

that the decaying driving current would pass through a current of 0.5 500ms after the start

of the 1s simulation. The intrinsic firing rates corresponding to the input currents used are

shown as a function of time in figure 2.11(a).

The α-neurons were deemed to have become synchronised if they both fired within 1ms

of each other, and were deemed to have fallen out of synchrony if either one fired without the

other one firing within 1ms. The times of onset and offset of the longest period of synchrony

between the α-neurons during the 1s simulation were computed, and translated into the

intrinsic firing rates of the two α-neurons at those times. These values are plotted in figure

2.11(d) as a function of the strength of the coupling between the two neurons. The graph

shows that, in the range of parameters explored in this study, the coupling strength between

two pairs of W-neurons required to induce them to synchronise is approximately linearly

2This dependence of the interaction between neurons on their relative firing frequencies is sometimes
referred to as a frequency modulated interaction [41].

3In fact this study used not just two α-neurons, but two pairs of W-neurons, to effect a combined
post-synaptic potential which sums to zero, as explained in section 2.4.2. The β-neuron accompanying
each α-neuron was connected in such a way that it always fired with its partner.
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Figure 2.11: Simulations of two mutually-coupled α-neurons. Neuron A is driven by a
constant current of 0.5 units (corresponding to a firing rate of 30Hz). Neuron B is driven by
a linearly decaying current passing through a current of 0.5 units at t = 500ms. (a) Driving
currents for neuron B (inset) and corresponding intrinsic firing rates (main axes) as a function
of time. (b) Example simulated spike times for the two neurons. Neuron B’s input current
decays at 0.6s−1 and the coupling strength is 5 (arbitrary units). The red box encloses the
period of synchrony between the neurons. (c) Times of onset (red) and offset (blue) of
synchrony as a function of the strength of the mutual connection (averaged over 20 trials).
The legend shows the rate of change of the difference in driving currents for the two neurons.
(d) The same data as displayed in (c), with onset and offset times translated into the firing
rate of neuron B at those times.
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proportional to the difference in their intrinsic frequencies.

The strength of the weak coupling connections within layer W, then, determines how sim-

ilar the layer-A output currents must be in order for the group of W-neurons to synchronise.

This, given the continuously changing nature of the layer-A outputs, determines the duration

of the synchronised period, which will be centred around the the moment when the decaying

firing rates intersect. In mus silicium, we use a value for the connection weight between

mutually-coupled W-neurons which results in the pulse height of each individual incoming

excitatory post-synaptic potential being approximately 1mV. The qualitative behaviour of

the system does not depend critically on the precise value used.

In mus silicium, we have groups of not two but around 40 α-neurons which are driven

by currents decaying at different rates. Each group of W-neurons is required to detect when

all (or most) of their input currents are approximately equal, using the same mechanism

described above for two neurons. Initially, a small number of neurons which happen to be

‘almost’ in synchrony will synchronise because of the effect of each others’ PSPs. As the

set of synchronised neurons grows larger, their combined PSP has an ever stronger tendency

to pull the remaining unsynchronised neurons into synchrony, thereby increasing the set of

synchronised neurons. As in the two-neuron case, synchrony will be maintained for as long

as the intrinsic firing rates of the neurons remain sufficiently similar, i.e. until the layer-A

output currents to which the neurons are connected begin to diverge again.

Synchrony between weakly-connected integrate-and-fire neurons can be understood by

considering them as weakly-coupled oscillators [83]. Synchrony is then equivalent to phase-

locking of the oscillators. Analytical studies of this phenomenon typically involve each oscil-

lator having a fixed intrinsic frequency (driving current), being coupled to other oscillators by

delta function pulses or sinusoidal functions of relative phase, and with spatially homogeneous

connections (all-to-all or nearest neighbour connections) [90, 59, 36, 23]. We are not aware

of any theoretical analysis which has been performed for a system such as the mus silicium

network in which each oscillator has a different and continuously changing intrinsic frequency.

2.4.2 Purpose of inhibitory (β) neurons

The previous section described the mechanism for generation of synchrony between groups of

α-neurons in layer W in mus silicium. What then is the purpose of the β-neurons also found

in layer W?

The post-synaptic potential induced in a layer-W neuron by a connection from an α-neuron

is positive. The combined PSPs from many other α-neurons (which, in the unsynchronised

state, will be randomly distributed throughout the receiving neuron’s firing cycle) will con-

tinuously boost the receiving neuron’s potential. This will lead to an increase in the firing

rate of the receiving neuron that varies in a manner dependent on the average rate of firing

of the other W-neurons from which it receives input. This altered firing rate could interfere

with the gradual decay in firing rate which is required for the operation of mus silicium.

In order that other W-neurons do not influence the overall firing rate, we would like a



2.4. DISCUSSION 20

0 10 20 30 40 50 60

−0.4

−0.2

0

0.2

0.4

0.6

time (ms)

α PSC
β PSC
α PSP
β PSP
α + β PSP

Figure 2.12: Dashed lines show the form of the post-synaptic currents (PSCs) induced by an
α-neuron (red) and a β-neuron (blue), in arbitrary units. Solid lines show the corresponding
post-synaptic potentials (PSPs), i.e. the post-synaptic currents integrated over time by a
leaky integrator with a 20ms time constant. The black line shows the combined post-synaptic
potential induced by an α- and β-neuron firing together. The form of the curves is discussed
in sections 2.2.4 and 2.4.2.

scheme in which the incoming post-synaptic potentials do not cause a net contribution to the

membrane potential, but still induce synchrony. This is achieved by allocating each α-neuron

a partner β-neuron with the same output connections, set up to fire at the same time (or at

least at the same rate) as its partner α-neuron. We can either create a strong connection

from the α- to its partner β-neuron (causing the β-neuron to fire immediately after the α-

neuron), or simply give the β-neuron the same inputs as the α-neuron (which will ensure

that it fires with the same frequency). Because the inhibitory β-PSC is scaled to contain the

same net charge as the α-PSC, and because the β-PSC peaks at a later time than the α-PSC

(figure 2.12), the result is that the combined α- and β-PSP consists of an excitatory pulse

followed by an inhibitory pulse. If the post-synaptic neuron’s potential is close to threshold,

the excitatory pulse will induce synchrony. If not, the effect of the excitatory pulse on the

post-synaptic neuron’s potential will be cancelled out by the inhibitory follow-up pulse. The

combined pulse, therefore, does not make a net contribution to the potentials of the neurons

it is impinging upon, and so does not, in general, affect their firing rate.

2.4.3 Training rule variants

We developed two variations of the training rule. As outlined in section 2.3, if there are 40

features output by the preprocessing stage, then a group of 40 pairs of W-neurons are involved

in recognising a particular word. If we wish to learn ten words, then we can accomplish

this using ten distinct groups of 40 pairs of W-neurons in a total of 800 W-neurons, which

happens to be the number permitted in Hopfield and Brody’s competition. In this ‘split

brain’ approach, illustrated in figure 2.13(a,b), the W and Γ layers are divided into ten

entirely separate networks of equal size, each recognising one of the training words. The key

role of the training algorithm becomes the selection of which layer-A neurons each group of
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Figure 2.13: Training rule variants. Layer-A outputs are shown in the ‘A’ grid in each figure.
The layout of each ‘A’ grid is as in figure 2.3: each column contains layer-A outputs which
are triggered by a particular event; each row has a different decay rate. For clarity, 8 event
types and 4 decay rates are shown; the real network has 40 event types and 20 decay rates.
Each cell in the ‘W’ grid represents a pair of W-neurons, of which there are 400, not the 32
illustrated, in the real network. (a,b) ‘Split brain’ training. (a) One pattern (i.e. a selection
of one layer-A output from each column) has been learnt. The selected set of layer-A outputs
(marked by red circles) are connected to a particular block of W-neuron pairs (blue circles).
The blue neurons are all given mutual connections within the W layer (not shown) to induce
synchronisation. (b) When a second word is learnt, a different, but possibly overlapping, set
of layer-A outputs is selected (white circles; layer-A outputs used in both the first and second
words are shown half white, half red). Connections are made from these to a separate block
of W-neurons (green circles), which are once again mutually-connected. Therefore there is
no coupling between the W-neurons associated with the first word (blue) and second word
(green). (c,d) Distributed training algorithm. Each layer-A output, i.e. each cell in the ‘A’
grid, is connected to the W-neuron pair in the corresponding grid location in the ‘W’ grid,
regardless of the training data. (c) As a result, the set of mutually connected W-neuron pairs
associated with the first word are distributed throughout layer W (blue circles). As before,
mutual all-to-all connections (not shown) are added between the blue neurons. (d) When a
second word is learnt using the distributed training algorithm, some of the same W-neuron
pairs are used (shown half blue, half green). The mutually-connected set of blue W-neurons
and the similarly mutually-connected green set now contain some W-neuron pairs in common.
If the overlap between sets becomes too large, the firing of neurons in one group will affect
the firing of neurons in the other group (crosstalk between stored memories).
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W-neurons receives its connections from. This ‘split brain’ architecture has the advantage

of having zero crosstalk between the ten stored words. However, it is somewhat biologically

implausible, imposing as it does a hard limit on the number of words which can be stored

given the size of the W layer.

The second variant (figure 2.13(c,d)) connects layer-A outputs to pairs of W-neurons

in a one-to-one mapping,4 and allows a single W-neuron pair to participate in more than

one group if more than one training word requires the same feature with the same decay

rate. This introduces crosstalk between the groups, which slightly reduces the performance

of the network in the ten word case. However, it has the advantage that it allows more

than ten words to be stored. Whereas in the ‘split brain’ training rule storing a new word

requires additional W-neurons, in this ‘distributed’ training rule storing a new word simply

adds connections between the existing W-neurons. As more words are added, the ability

of the network to perform recognition will degrade as crosstalk between groups of mutually-

connected W-neurons becomes stronger. The ‘distributed’ training rule we have just described

is the one which Hopfield and Brody revealed they had been using after the close of their

competition [35].

2.5 Simulation results

A simulation of mus silicium was built to test and develop the ideas outlined in this chapter.

The network was also the winning entry to part B of Hopfield and Brody’s competition. This

required the construction of a simulated neural network, using limited numbers of neurons of

the type they had described in their first paper, which would perform best out of all entries

at recognising ten spoken words after being trained on a single example of each.

The simulated network was implemented in the Matlab programming language, using a

time-step approach5 with a temporal resolution of 0.1ms. The results presented in this section

use the ‘split brain’ training algorithm described in section 2.4.3.

Figure 2.14 shows the output of the network in response to five input sounds from the

competition test data. In these experiments, two or more spikes from a γ-neuron denote

recognition. The γ-neuron trained to respond to the word “one” (γ1) fires repeatedly in cases

(a) and (b) (two instances of “one” said by different speakers). It also responds in case (c), in

which the spoken word is obscured by a continuous tone at 800Hz. Given the nature of the

pre-processing done by the network, this background tone should not significantly damage

recognition: it will disrupt at most two features out of 40 (onset and offset for the frequency

band containing 800Hz), thereby removing just two pairs of W-neurons from the synchronising

group. The network is robust against the corruption of certain frequency bands in the input.

4Since there are 800 layer-A outputs, a one-to-one mapping requires 800 pairs of W-neurons, which
is twice as many as permitted in Hopfield and Brody’s competition. However, if only ten words are
learnt, at least 400 of these will end up not being used (i.e. will have no outgoing connections). The
unused W-neuron pairs can be pruned, resulting in a total of no more than 400 pairs.

5A comparison of time-step and event-driven simulation techniques is made in section 3.3.1.
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Figure 2.14: Example simulation results. Each panel shows the waveform of the input
sound (inset top left), the firing times of the γ-neuron corresponding to recognition of the
word “one” for ten separate trials (each trial on a separate line), and the smoothed spike
histogram (main axis). In each case, the network was trained on a single example of “one”
and nine other words whose gamma neurons are not shown. The input to the network in each
case was (a) “one” said by speaker A (not the training speaker); (b) “one” said by speaker
B (not the training speaker); (c) as for (a) but with a continuous tone superimposed; (d) as
for (a) but reversed in time; (e) “three”. The figure is formated similarly to figure 1 in [34]
for ease of comparison.
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Figure 2.15: The network’s behaviour when presented with the single word used to train
the network (“one”). Bottom axis: output over time of the 40 layer-A outputs selected by
the training algorithm to have outputs that intersect after “one” is heard. Top axis: firing
times of the set of 80 W-neurons responsible for recognising “one”. Each row in the raster
plot shows a pair of W-neurons (an α- and β-neuron, shown in red and black respectively).
Because each β-neuron fires just after its partner α-neuron, we see double spikes on the
raster plot. Middle axis: unsmoothed spike histogram, indicating the degree of synchrony
among the W-neurons. Notice that, at around 500ms, the A-neuron outputs intersect and
the W-neurons fire in near synchrony as a result.

The γ1 neuron does not respond to a time-reversed “one” (d), demonstrating that the

network is not merely detecting the presence of the relevant features (frequencies), but is

sensitive to their temporal relationship. As a final example, the γ1 neuron does not respond

to the word “three”.

Figures 2.15, 2.16 and 2.17 show the internal functioning of the network when presented

with the “one” it was trained on, a different unseen instance of “one” and “nine”, respectively.

Each figure shows the spike rasters from the set of W-neurons involved in recognising “one”

(see figure captions for details).

To quantify the performance of the network we used a test set of 500 clean recordings

from the NIST database, as provided by Hopfield and Brody to compare entries to their

competition. The test set contained the 10 digits “zero” to “nine”, each spoken 10 times by

five different speakers. After being trained to recognise “one” (from a single example) plus

nine other input patterns, we used the number of times that the γ-neuron corresponding to

“one” fired to classify each input sound as “one” or non-“one”.
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Figure 2.16: As figure 2.15, but with the input to the network being a different example
of the word “one” to the training example. Note that in the bottom axes the decay lines
no longer cross exactly, but most still pass through a small region. As a result there is still
significant synchronisation among most of the W-neurons in the set.
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Figure 2.17: As figure 2.15, but with the word “nine” as the input to the network (trained
on “one”). There is no significant synchronisation.
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Figure 2.18: Performance of the network on the test data. Each bar shows the percentage of
recordings of each spoken digit which caused the γ-neuron responsible for detecting instances
of “one” to fire two or more times (deemed to be recognition). Ideal results would correspond
to 100% for the ‘1’ bar and 0% for all others. The triangles denote averages for each of five
different speakers.

Figure 2.18 shows a breakdown of how the network (using the ‘split brain’ training rule)

classifies the test data as “one” and non-“one”. 98% of the instances of “one” were correctly

identified. The false-positive rate for the other spoken digits varied from 58% for “seven” to

zero for “zero”.

2.6 Conclusion

We have demonstrated that an artificial neural network built from less than 1000 spiking

neurons can perform speech recognition with a small vocabulary. The recognition is invariant

to linear time-warp and is robust across speakers. The system is not intended to be com-

petitive against alternative computer speech recognition algorithms, but it demonstrates that

robust time-warp-invariant speech recognition can be done with neural hardware similar to

that found in the brain.

2.7 Relationship to other work

As has been explained in the text, part of the research described in this chapter was conducted

while working on a solution to an academic competition organised by John Hopfield and Carlos

Brody. It is therefore similar to work done by Hopfield and Brody themselves, but was done

independently.



Chapter 3

Temporal Memory with Spiking

Neurons

3.1 Introduction

The aim of this chapter is to develop an artificial neural network model capable of storing and

reproducing memories in the form of spatiotemporal spike patterns (spikes distributed over

both time and a population of neurons). The first section introduces the mechanism used by

the model and gives an overview of its capabilities. The remainder of the chapter defines the

model more precisely in preparation for a detailed investigation of its behaviour in chapter 4.

3.1.1 Autoassociative memory

A conventional memory, such as that typically found in a computer, can be thought of as an

array of boxes, each labelled with an address, and each capable of storing one item of data.

Storage involves putting an item of data into a specified box, and recall involves asking for

the contents of the box with a particular address.

An alternative paradigm for memory is known as content-addressable memory. A content-

addressable memory does not require an address in order to retrieve data, but can retrieve an

item of data in response to another item of data. For example, an autoassociative memory can,

in response to a partial or noisy version of one of its stored memories, retrieve the complete,

corrected memory. More generally, an associative memory is one that stores associations

between pairs of data elements. Presenting an associative memory with one member of a

stored pair should cause the recall of its partner data element. A simple example would be

a memory in which the associations between people’s names and their favourite colours are

stored.

In general, an autoassociative memory can be configured as an associative memory simply

by considering each stored data element in the autoassociative memory to consist of two parts.

If we present the memory with a version of a stored memory which has one part missing, then

from the point of view of the autoassociative memory we are presenting a noisy version of the

27
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memory and it will attempt to fill in the missing half. But if we think of the two parts as a

pair of associated data elements, then filling in the missing part is in fact retrieving the data

element associated with the first part. In other words, autoassociation between two halves of

a data element can equally be thought of as association between two distinct data elements.

The distinction, then, between autoassociative and associative memories is quite blurred, and

the term associative memory is frequently used to cover both types.

The most well-known example of an (auto)associative memory is the Hopfield network

[32]. A binary Hopfield network consists of neurons which have an activity (output), xi,

which takes a value of ±1 at any moment in time; i is an index over the N neurons in the

network. A memory is a vector containing the activities of all the neurons in the network,

x. Neurons are linked by symmetric, bidirectional connections with real-valued weights,

wij = wji denoting the weight for the connection between neurons i and j. The weights are

set during the learning of the stored memories, {x(n)}, which takes place according to the

Hebb rule [26],

wij = η
∑

n

x
(n)
i x

(n)
j , (3.1)

where n is an index over memories to be stored. The strength of the connection between two

neurons is therefore a measure of the degree of correlation between those two neurons’ states

in the set of training memories.

Each neuron sums its inputs:

ai =
∑

j

wijxj (3.2)

and uses a threshold activation function to compute its output:

x(a) = Θ(a) ≡







1 a ≥ 0

−1 a < 0.
(3.3)

Recall is begun by setting the activity of the neurons to a corrupted version of one of the

memories and then repeatedly updating the neuron activities. The precise procedure may be

varied by choosing the order of updates and whether they are performed in sequence or in

parallel. Ideally, the state of the network will stabilise at the “nearest” stored memory to the

corrupted stimulus state. This can be viewed as descending an energy landscape which has

been shaped by all the stored memories, towards a local minimum, or attractor state. When

the network is not overloaded with too many memories, these attractor states correspond

exactly to the stored memories.

3.1.2 Spatiotemporal spike sequences

Neurons in the brain communicate using spikes. A binary Hopfield network, on the other hand,

transmits the values {−1, 1} over connections with real weights. Furthermore, although the

Hopfield network, as originally stated, uses a sequence of updates to reach a stable state, the
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final state is static, unlike a network of spiking neurons which can only output information

in the form of a dynamic pattern of spikes.

Many attempts have been made to implement Hopfield networks and similar associative

memory models using networks of spiking neurons. Some use a rate code in which a high

frequency of firing denotes the 1 state and a low frequency of firing (or not firing at all) denotes

the −1 state [24]. Other models utilise temporal coding, typically involving a fixed period

oscillation with each neuron firing at a particular time within the cycle to denote the 1 state

and at a different time within the cycle (or not at all) to denote the 0 state [52, 60, 24]. It

has also been suggested that analogue memories could be encoded in the form of spike timing

relative to a sub-threshold oscillation in the membrane potential of each neuron [33, 60].

In this work, we do not seek a direct mapping of the Hopfield network onto spiking neuron

hardware. Instead, we extend the domain in which the memory operates. Whereas in the

Hopfield network each memory is a binary vector {−1, 1}N , one memory in our model is a

pattern of spikes distributed over both a population of neurons (“space”) and time, otherwise

known as a spatiotemporal spike sequence. Thus, the aim of our memory is to store a number

of different spatiotemporal spike sequences as an autoassociative memory, so that any stored

memory can be recalled by the network when presented with a partial or corrupted version

of that memory.

In this work, we take the spatiotemporal spike sequence as the fundamental ‘data type’

that we are trying to store and, in common with most analyses of associative memories, use

randomly generated patterns for the purposes of measuring the performance of the network.

In a biological setting, it is more plausible that the spike sequences would encode sensory

stimuli, desired motor system commands, or the results of intermediate computations in the

brain. Indeed, evidence is beginning to emerge that precise, repeating spatiotemporal spike

sequences are present in brain activity (see for example [62, 86, 66, 4, 3], but see also [12]

which disputes the evidence).

It is not difficult to map a variety of other data types onto spatiotemporal spike sequences

if the memory is required to operate on other types of data. For example, a vector of analogue

values can be mapped onto a periodic spatiotemporal spike sequence by using one neuron per

element of the vector and converting the value of that element into the firing time of the

neuron relative to a global background oscillation ([33] and [42] describe neural mechanisms

by which analogue or rate-coded inputs can be converted into spike timing). A related tech-

nique is called upon in chapter 5 when we require a mapping of a single real number onto a

spatiotemporal spike sequence.

In addition to their biologically plausible nature, spatiotemporal spike sequences have

another advantage over conventional representations: they allow simultaneous representation

of multiple patterns. A neural network such as the Hopfield network represents its present

state by the output of its neurons, which take discrete (or, in some networks, real) values.

A spatiotemporal spike sequence representation, on the other hand, encodes a state by a

sequence of spikes over a finite time period. Because neurons are able to fire more than
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Figure 3.1: Storing a simple spike sequence in a network of spiking neurons and delay lines.
The figure shows, on the left, a spike raster plot showing the firing times of three neurons,
making up a periodic pattern consisting of three spikes, repeated three times (vertical red
lines mark possible period boundaries for this sequence). By making connections between
the neurons with delays a, b and c as shown on the right hand side, the network is config-
ured to generate the periodic pattern indefinitely once triggered by the stimulation of any
participating neuron.

once in such a period, a superposition of two states (two spike patterns) produces another

spike pattern. In other words, we can superpose memories without leaving the domain of

spatiotemporal spike sequences. This ability of the network to effectively be in a superposition

of states is put to good use in the model described in this chapter since, as will be explained in

section 3.1.5, the network is able to recall and clean up multiple stored memories concurrently.

One possible application of this ability is short term memory, which could be implemented by

a single population of neurons whose activity is the superposition of the thoughts being held

‘in mind’. More generally, the ability to combine mental states into superpositions provides

a general-purpose mechanism for building up compound concepts. A simplistic example of

this would be the idea that the neural representation of a tree could be built up from a

superposition of the representations for ‘leaves’, ‘green’, ‘trunk’, and so on. This also relates

to the binding problem [68, 87]: the question of how the brain combines multiple aspects of

sensory input in such a way that they are identified as jointly explaining a single object in

the external world.

3.1.3 Spike sequence storage

We begin with a simple network constructed from neurons that fire when they receive an

incoming spike. The neurons are connected by delay lines which transmit spikes with a fixed

delay. With a suitable choice of connections and corresponding delays, such a network can,

through a simple chain reaction, generate a simple spike sequence in which each neuron fires

at most once (figure 3.1). Optionally, the chain of delays can be closed to create a periodic

cycle generator which will repeatedly ‘play out’ the desired spike pattern, as is the case in

figure 3.1.

This simple idea cannot be trivially extended to spike patterns in which a given neuron

fires more than once, nor to a network capable of storing more than one such memory if there

is any overlap between the neurons participating in the different patterns (figure 3.2). In this
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Figure 3.2: Näıve attempt to store multiple patterns using simple spiking neurons and delay
lines. For clarity, short non-periodic patterns are used and only connections to neuron 2 are
shown. (a) The first pattern to be learnt involves a connection with delay a from neuron 3
to neuron 2. (b) The second pattern to be learnt, involving a connection from neuron 4 to
neuron 2, is added. (c) Recall of the second pattern now induces spurious spikes since neuron
2 is triggered in the incorrect context.

very simple scheme, the ‘context’ each neuron uses to determine when to fire is a single spike

from another neuron. Such a simple context is certain to occur in many other spike patterns

(or elsewhere in the same pattern), resulting in the target neuron firing at incorrect times.

3.1.4 Coincidence detectors

One way to get around this problem of simple context is illustrated in figure 3.3. Here we

have made two changes. Firstly, we trigger each spike that neuron 2 is required to produce

not from a single preceding spike in the relevant pattern, but instead from a conjunction of

several preceding spikes, each delayed by an appropriate amount such that they arrive at

neuron 2 simultaneously at the moment that it is required to fire. Secondly, we combine these

incoming signals using a ‘conjunction detector’1 which only responds to simultaneous spikes

on all its inputs. The neuron has as many conjunction detectors as contexts it is required to

recognise. Each conjunction detector, together with the appropriate delay lines which connect

to it, detects a particular configuration of preceding spikes that indicates that the neuron is

required to fire. By enlarging the context each neuron uses to identify when to fire from a

1We use the terms ‘conjunction detector’ and ‘coincidence detector’ interchangeably in this thesis.
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Figure 3.3: Addition of coincidence detectors allows storage of multiple memories, solving
the problem highlighted in figure 3.2. (a) The required spike from neuron 2 is now triggered by
a conjunction of preceding spikes from neurons 1, 2 and 4. (b) A second stored memory uses
a different conjunction detector to store neuron 2’s firing context in that memory. (c) Neuron
2 is now ‘watching out for’ two different temporal patterns of preceding spikes. Because each
triggering pattern involves several spikes in a particular temporal relationship, it is unlikely
that a conjunction detector will be triggered by the wrong memory.

single spike to several spikes we dramatically reduce the probability of the triggering context

occurring ‘by accident’ in other stored memories.

Coincidence detectors have a long history of use in spiking neural network models. An

integrate-and-fire neuron (section 2.2.3) with a time constant that is long compared to the

typical inter-spike interval will behave predominantly as an integrator of incoming spikes.

With a short time constant and suitable firing threshold, an integrate-and-fire neuron behaves

predominantly as a coincidence detector, only firing when several spikes arrive within a short

time interval. Indeed, we have already used this mode of operation for the γ-neurons in

chapter 2, which were integrate-and-fire neurons configured to fire only when they receive a

large number of synchronous incoming spikes. This dual role for integrate-and-fire neurons has

led to a debate over whether the primary role of neurons in the real brain is as an integrator

or a coincidence detector [1, 48].

In this model, however, we are not simply treating the neuron as a single coincidence

detector. Instead, we are endowing each neuron with several coincidence detectors, each on

the look-out for one of the several contexts the neuron is required to fire in response to. The
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Figure 3.4: Demonstration of concurrent recall. The network defined in section 3.2, with
1000 neurons (S = 4, s = 3, d = 1) was trained on 100 memories each consisting of 50 spikes
spread over 100ms. The model was stimulated with the first 5 spikes of 11 of the stored
memories, and successfully generated the remainder of all 11 patterns concurrently. Crosses
denote the actual spiking output of the network; circles denote the position of spikes in the
11 selected training patterns. Each colour denotes a different training pattern.

task performed by each coincidence detector is that performed by a ‘grandmother neuron’2 in

some models involving time delays and coincidence detectors [84, 33]: detecting a particular

temporal sequence of spikes or input events. Since each of our neurons contains more than one

coincidence detector, it cannot map directly onto a straightforward integrate-and-fire neuron

model. Some further discussion of possible neural implementations is contained in sections

3.2.2 and 3.2.9.

3.1.5 Concurrent recall

In the model we have just introduced, each conjunction detector allows a neuron to detect

some context (a group of a few spikes) from one learnt memory and causes the neuron to

contribute its own spike at the correct time for that memory. Given that arrangement, there

is no reason why only one memory can be played out by the network at a time. Suppose

that a particular neuron has one spike during each of two memories M1 and M2. Since

the network has been trained on these memories (and perhaps others), the neuron will have

one conjunction detector configured to detect a particular temporal pattern of spikes which

indicates the moment within M1 at which the neuron should fire, and another conjunction

2A ‘grandmother neuron’ has the sole purpose of recognising one particular complex stimulus. The
name comes from a caricature of the idea that there is a neuron responsible for recognising each possible
object that a person interacts with. According to this näıve approach, somewhere in a person’s brain
would be a neuron which responds only when they see their grandmother.
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detector doing the same thing for the neuron’s contribution to M2.

Now suppose that the actual spiking activity of the network is the superposition of M1

and M2. One conjunction detector will detect a particular temporal spike pattern made up

from spikes in M1, and the other will detect a temporal spike pattern made from spikes in

M2. Unless the neuron happens to be required to fire at exactly the same time in M1 and

M2, the neuron will be triggered to fire twice within the recall period: once to participate

in M1 and a second time to participate in M2. Both memories will therefore continue to

be generated by the network in superposition, and will not interact with each other unless a

conjunction detector intended to detect part of one memory happens to be also triggered by

part of the other memory.

The ability of a network of this kind to generate (recall) more than one memory concur-

rently (demonstrated in simulation in figure 3.4) is one of the features which distinguishes it

from almost all other memory models.

3.2 The model

Having introduced the ideas behind our spiking memory model, we use the remainder of this

chapter to define precisely the model, which we call the Concurrent Recall Network.

3.2.1 Network architecture

The model consists of a network of N neurons. Spikes are emitted by neurons and propagate,

with some finite delay, along connections between neurons. Each connection terminates at a

synapse with another neuron. When a spike reaches a synapse, the synapse becomes active

for a fixed time tpsp. This models the duration of the post-synaptic potential.

Because tpsp is the same for all synapses, an equivalent view of spike transmission between

neurons is to consider the spikes themselves to take the form not of delta functions but of

binary top-hat functions with width tpsp. A synapse is then active for the duration of the

impinging spike. For simplicity of explanation we favour this latter point of view in what

follows.

3.2.2 Neurons

A neuron in this model is an information processing unit which performs a simple computation

dependent on incoming spikes, and may, depending on the result of its computation, emit

spikes on its output. Many varieties of spiking neuron models are used in the literature; we

have already met integrate-and-fire neurons in chapter 2. Here we use a different neuron

model: instead of maintaining a membrane potential which gradually accumulates input, we

define the activity of the neuron as a memoryless function of its current inputs, which are

binary values (1 during an incoming spike and 0 otherwise).
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In particular, we model the input side of a neuron as a number of conjunction detectors.

Each conjunction detector is endowed with S synapses (inputs), each of which receives input

from exactly one neuron. A conjunction detector is said to be active when at least some num-

ber s of its S synapses are in the process of receiving a spike (thus, it detects the conjunction,

or coincidence, of s spikes). Formally, we refer to this as an “s-of-S” operator, where we

define an “s-of-S” operator, with inputs xi ∈ {0, 1} (i ∈ {1 . . . S}), as

s-of-S({xi}) ≡







1 if
∑

i xi ≥ s,

0 otherwise.
(3.4)

The activations of the neuron’s D conjunction detectors are summed by the neuron, to

give the combined input to the neuron:

a =
D

∑

j=1

s-of-S({xi}
(j)) (3.5)

where {xi}
(j) are the S synapses on the jth conjunction detector.

In the special case s = S, the s-of-S operation reduces to an S-input AND operator, which

can also be thought of as a product in {0, 1}. In this special case, the net input to the neuron

takes the form of a binary sigma-pi unit [69]:

a =
∑

j

∏

i

x
(j)
i (3.6)

where x
(j)
i is the ith synapse on the jth conjunction detector. In the case s ≈ S we can think

of our neuron’s input stage as approximating a sigma-pi unit.

The output side of a neuron is governed by a process which generates a spike whenever

a (the combined input to the neuron) rises above a threshold d, unless a time shorter than

trefr has elapsed since the neuron previously emitted a spike in which case spike generation is

suppressed. In other words, unless the neuron is in its post-spike refractory period, a spike is

generated whenever d or more of its D conjunction detectors become active. In this research

we focus primarily on the case d = 1. Output spikes generated by the neuron propagate along

all outgoing connections from the neuron (each of which has an associated delay), eventually

arriving at a synapse on a conjunction detector on another neuron.

For ease of visualisation, we sometimes describe the neuron in physiological terms, with

each conjunction detector thought of as one branch in a dendritic tree, and the soma (cell

body) combining the activations of each dendritic branch. Axons (outgoing connections) link

the neuron to its counterparts. This view of the neuron is illustrated in figure 3.5. The use

of this terminology is not intended to imply that the neuron model outlined in this section

maps directly onto real neural hardware. For further discussion of the biological plausibility

of this neuron model, see section 3.2.9.
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dendrites soma axon

synapses

Figure 3.5: Illustration of a neuron in the Concurrent Recall Network using biological
terminology. Each neuron has incoming connections grouped into dendritic branches, which,
in this model, behave as coincidence detectors. The outputs of all dendritic branches are
summed at the soma (cell body). If a threshold is reached, an outgoing spike is transmitted
along axons (which impose time delays) before impinging upon other neurons.

3.2.3 Noise

Three types of noise may be incorporated into the model dynamics.

Firing reliability

pfire is the probability that a neuron that is supposed to fire will actually do so. pfire = 1

(the value used during simulations unless otherwise stated) corresponds to completely reliable

firing.

Spontaneous firing

rspurious is the rate parameter for a Poisson process governing spontaneous firing of each

neuron, independently of the neuron’s inputs. It is set to zero during simulations unless

otherwise stated.

Temporal jitter

A connection between two neurons, i and j, has an associated time delay ∆i,j , set up by

the training algorithm (section 3.2.5). The minimum value of ∆i,j created by the training

algorithm is ∆min. Every time a spike travels along a connection between neurons, we perturb

the time delay with Gaussian noise such that the actual delay experienced is a sample from

a Normal distribution with mean ∆i,j and standard deviation σjitter. By ensuring that σjitter

is several times smaller than ∆min, the probability that this could generate a negative delay

can be made small. If it does happen, a delay of zero is used instead. σjitter is set to zero

during simulations unless otherwise stated.
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3.2.4 Definition of a memory

A memory M is defined as a set of m spikes {(ni, ti)} (i ∈ {1 . . . m}), each spike defined by the

index ni of the neuron that generates it and the time ti at which it happens. In cases where

memories are intended to repeat periodically, each memory also has a period T associated

with it, with T larger than the time of the last spike in M.

3.2.5 Training

The training rule examines the set of memories to be stored in the network and sets up

time-delay connections between neurons’ outputs and the inputs of other neurons’ conjunc-

tion detectors. The aim is that after training the network will be able to replay the stored

memories.

Two related training algorithms have been explored. We present here the first, which

we call the unlimited training rule because it imposes no limit on the number of conjunction

detectors which a neuron can possess. A second algorithm is explored in section 4.3.

Under the unlimited training rule, a memory M is added to the network by the following

algorithm.

Algorithm 1 Unlimited training algorithm

for all spikes (ni, ti) ∈ M do
Establish a new conjunction detector, γ, with S inputs, on neuron ni

Let P = Q(M, ni, ti), i.e. S spikes forming a subset of M.
for all spikes (nj , tj) ∈ P do

Create a connection from neuron nj to an unused input on the new conjunction detec-
tor, γ, with propagation delay ti − tj mod T .

end for
end for

Q(M, ni, ti) is a function that takes a memory M and the identity of a spike in that

memory (specified by ni and ti), and returns a subset of M of size S. The spikes in this

subset are the ones which will be used as the ‘context’ spikes to trigger a conjunction detector

on neuron ni in order to cause it to fire at time ti. Several definitions of Q(·) are used in this

thesis, including:

Qnearest(M, ni, ti) Returns the S spikes in M immediately preceding ti − ∆min. If periodic

training is desired, “preceding” is interpreted with wraparound in the time domain,

i.e. the last spike in the memory is treated as being the one “preceding” the first spike.

∆min serves the purpose of enforcing a minimum propagation delay for connections.

Quniform(M, ni, ti) If periodic training is desired, this returns S spikes picked at random from

a uniform distribution over all spikes in M other than those lying between ti − ∆min

and ti. If the pattern is not to be treated as periodic, then only spikes prior to ti−∆min

are available to select from.
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If Q(·) is non-deterministic, for example when using Quniform(·), memories can be made

more robust by repeating the training algorithm more than once. Each spike in a stored

memory then has multiple contexts that can trigger it. In the experiments in this and the

next chapter, the algorithm is applied only once unless otherwise stated.

More than one memory can be stored by running the training algorithm once (or more) for

each memory. With unlimited training rule, the total number of conjunction detectors (and

hence connections) in the network increases linearly with the number of stored patterns (as-

suming all patterns contain the same number of spikes). The limited training rule, described

in the next chapter, does not have this property.

3.2.6 Recall

The network is said to be recalling a memory if the pattern of spikes being generated includes

(to within a certain temporal tolerance) the desired memory as a subset. The degree of recall

is not a binary measure, but rather we can assess the degree of recall through factors such

as the number of spikes in the target memory that are present. If the network is trained

on a periodic memory, then the pattern of activity induced in the network should repeat

indefinitely. For non-periodic memories, the network should become quiescent upon reaching

the end of the memory or memories being recalled.

Recall is triggered by externally stimulating neurons, causing them to fire at particular

times. When the network has been trained using the training algorithm described in section

3.2.5 using Qnearest(·) to select candidates for connections, then any s consecutive spikes in

one of the learnt memories (where s is the number of simultaneously active synapses required

to activate a conjunction detector — see section 3.2.2) will, in the absence of noise, be

sufficient to trigger a spike. In general, this spike, in conjunction with s− 1 of the artificially

stimulated ones, will then trigger a subsequent spike, and so on, causing the entire remainder

of the memory to be recalled in the manner outlined in the first part of this chapter. If the

training was periodic, the entire pattern will then loop indefinitely. In practice, we stimulate

the network with more than s spikes since it is possible that the minimum axon delay, ∆min,

can prevent certain memories from bootstrapping from s consecutive spikes alone.3

For other variants of the training algorithm, different subsets of spikes from training

memories will be required to bootstrap the recall of a target spike pattern. For example, if

Quniform(·) is used to select the ‘context’ spikes for each neuron, then stimulating s consecutive

spikes from a stored memory is unlikely to result in any conjunction detectors being activated.

Instead, recall can be triggered by stimulating some proportion of all spikes in the desired

memory, spread throughout its duration.

Triggering concurrent recall of multiple memories is simply a case of stimulating the

3To see this, consider the case when s = S and the interval between the sth and (s + 1)th spike
in a stored memory is longer than ∆min. The spike triggered by the first s spikes will occur after the
(s + 1)th spike. The (s + 1)th spike will remain untriggered, and so the conjunction detectors which
rely on it as one of their inputs will not get activated, preventing the memory from bootstrapping.
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Figure 3.6: Pattern completion and robustness to temporal jitter. A network of 400 neurons
was trained on a single periodic memory of 100 spikes (black squares) with period 100ms,
using the algorithm of section 3.2.5 applied four times. Each conjunction detector had 3
inputs and activated if 2 or more of them received a simultaneous spike (S = 3, s = 2).
The post-synaptic potential duration, tpsp, was 2ms. The ‘context’ spikes which trigger each
conjunction detector were selected randomly from the training memory (Q(·) = Quniform(·)).
The network was stimulated with 25% of the spikes in the stored memory, each temporally
jittered according to a Normal distribution with zero mean and standard deviation 4ms (blue
circles). The spiking activity of the network is shown by red crosses. Green squares show a
periodic repetition of the training memory for comparison. In each subsequent 100ms period,
the network reproduces a greater proportion of the spikes in the memory, gradually filling in
the missing 75% of spikes in the original stimulus. The network also cleans up the temporal
jitter in the stimulus spikes. Because spikes which arrive early, rather than late, will be the
ones that get to trigger a spike, the recalled pattern stabilises with a slight time advance
compared to a precise periodic repetition of the training memory.

network with some (or all) of the spikes from all memories which it is desired to recall. For

example, if Qnearest(·) was used during training, the network could be stimulated with a

superposition of the first few spikes from each of the memories to be concurrently recalled.

3.2.7 Pattern completion and noise resilience

Three aspects of the Concurrent Recall Network provide a degree of robustness against miss-

ing, or temporally jittered, spikes. Firstly, the finite spike duration, tpsp, means that incoming

spikes to a conjunction detector can still overlap even if they do not arrive exactly at the same

time. This provides some tolerance and cleaning up of temporal jitter in spike times. Sec-

ondly, ‘soft’ conjunction detectors (s < S), which only require that a subset of their inputs

receive a spike simultaneously in order to fire, can be used. Soft conjunction detectors provide
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resilience against a certain proportion of spikes being missing. Thirdly, multiple conjunction

detectors can be created, each with a different triggering context, for each spike that is to be

reproduced. As long as d of these redundant conjunction detectors activates, the neuron will

still spike at the correct time. Redundant conjunction detectors provide further resilience to

missing spikes.

In figure 3.6, we demonstrate completion of a stimulus consisting of 25 spikes from a

stored memory of 100 spikes. Each stimulus spike has been temporally jittered according to a

Normal distribution with standard deviation 4ms. The network completes the missing spikes

and cleans up the temporal jitter.

3.2.8 Neural readout

The spiking activity of the Concurrent Recall Network consists of a superposition of all the

spatiotemporal spike sequences which it is concurrently recalling. We can ascertain which

memories are being recalled by comparing the actual spiking activity with the known training

memories, either visually as is done in figure 3.4 or by automated procedures such as the ones

described in the following chapters. It is likely that any biological system using the output of

a Concurrent Recall Network would not need to ‘separate out’ the memories making up the

activity of the Concurrent Recall Network. However, it is useful to verify that we can construct

a neural system which can determine which memories are being recalled by a Concurrent

Recall Network, should that be necessary.

One such neural ‘readout’ mechanism is to construct a layer of ‘grandmother’ neurons

(see section 3.1.4). Groups of grandmother neurons are responsible for detecting whether

the network is currently recalling each of the stored memories. Within each group, different

grandmother neurons are responsible for detecting which temporal section of a memory has

just occurred.

For example, in figure 3.7 a network of 1000 neurons has ten stored periodic memories, six

of which are being concurrently recalled. Each stored memory has a different period. During

the training of the network, 100 grandmother neurons were created. Each grandmother

neuron operates in the same way as an ordinary Concurrent Recall Network neuron. In this

example, each grandmother neuron has a single conjunction detector with 4 inputs. The 100

grandmother neurons are divided into ten groups of ten. In the first group, the first neuron

is given time-delay connections from the outputs of four neurons which are expected to fire

in the first tenth (by time) of the first memory. The second neuron is triggered by spikes in

the second tenth, and so on. So if the first memory has a period of 100ms and is present

among the spiking activity of the network, we expect the ten neurons in the first group to

fire one after the other at 10ms intervals. Neurons in the other nine groups respond similarly

to the other nine stored memories. At any point in time, the grandmother neurons indicate

which memories are present, and also what phase in its period each memory has reached. In

addition to demonstrating a neural readout mechanism for the Concurrent Recall Network,

the activity of grandmother neurons provide a useful visualisation of its state.
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Figure 3.7: Spike raster plot demonstrating concurrent recall of periodic memories with
non-equal periods and the use of grandmother neurons as a neural readout of the state of the
network. A network of 1000 neurons was trained on ten periodic memories of 50 spikes each.
Periods were chosen randomly between 30 and 300ms. Ten groups of ten grandmother neurons
were used. Each group was trained to detect one of the ten stored memories, as described
in the text. Six of the stored memories were stimulated at the start of the simulation. The
top axes show the spiking times of the 1000 ordinary neurons; the bottom axes show the
spiking times of the 100 grandmother neurons. Six groups of ten consecutive grandmother
neurons, corresponding to the six patterns being recalled, are active. Within each group,
the ten grandmother neurons fire in sequence, distributed evenly during the period of the
associated memory.
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3.2.9 Biological plausibility

As stated in the introduction to this thesis, our aim is not to closely model real biology.

However, several aspects of the model mimic real neurons in the brain. Real neurons do have

branched dendritic trees. These come in various types and complexities [21], and it is not

unreasonable to model these complex structures with the simple ‘Christmas tree’ structure

of figure 3.5.

The plausibility of dendrite branches acting as conjunction detectors is less clear. What is

clear is that a biological neuron is a highly complex cell. Even a simple ‘passive cable’ model

of dendrites leads to the conclusion that dendritic trees must be treated as an electrically

distributed system, with the location of a synaptic input in the dendritic tree affecting both

its effect at the soma and its interactions with other synaptic inputs [71, 80, 8, 55]. In

reality, dendrites are not passive carriers of electrical charge, but contain active channels

which respond to the local conditions inside the dendrite [46], providing the machinery to

carry out further non-linear local computation within the dendritic tree. For example, both

simulated models and experiment have demonstrated that voltage-gated ion channels can

enhance the efficacy of incoming spikes which arrive nearby in time and space (i.e. on the same

dendritic branch), lending weight to the idea that a dendritic tree could perform coincidence

detection on multiple groups of inputs independently [56, 54, 89, 65]. It is therefore not

implausible to suggest that an individual neuron may be able to carry out relatively complex

non-linear computation on its inputs, similar to the computations of a Concurrent Recall

Network neuron.

The use of delay lines is also not implausible. Although many axons connect between

nearby neurons, resulting in propagation times close to 1ms, connections between brain areas

can result in propagation times of the order of 10ms, and unmyelinated axons4 can give rise

to delays up to 100–200ms [51, 58]. Furthermore, synaptic input can take up to 10ms to

propagate to the soma after having reached the dendritic tree [72], depending on the location

of the synapse within the tree. Delays could also be instantiated by ‘chained’ connections

through other neurons. We can therefore see that a variety of delay mechanisms are available

to neural circuitry.

3.2.10 Similarity to existing models

Many neural network models have been created which perform recognition or generation of

temporal sequences [49, 13, 88]. Like the Concurrent Recall Network, some models use a

distribution of time delays to give the network access to information about its past state [30].

The Concurrent Recall Network is most similar to a construction known as a ‘continuous-time

Synfire braid’ [15, 20].

A Synfire braid is a generalisation of the Synfire chain model [2, 15]. In a Synfire chain,

4Myelin is an insulative sheath found around some biological axons. One of its effects is to dra-
matically increase the speed of action potential propagation along the axon.



3.3. SIMULATION OF THE CONCURRENT RECALL NETWORK 43

packets of synchronous spikes propagate between small pools of neurons within a larger popu-

lation. Connections between neurons have a fixed delay and integer or real-valued connection

weight. Each neuron in the (n + 1)th pool receives connections from all (or many) of the

neurons in the nth pool. Neurons may participate in many pools, and several distinct pools

may be active at any one time. Owing to the equal connection delays, the system effectively

changes state synchronously with a fixed period equal to the connection delay, creating a

‘chain’ of pools of neurons which activate one after another. Since the number of neurons

in each pool is typically much smaller than the total number of neurons, it is possible for

multiple pools to be concurrently active, resulting in multiple chains progressing in parallel.

Each neuron is typically modelled as having a single internal potential, equal to the sum

of the binary outputs of all neurons in the previous time-step in the chain multiplied by

their corresponding connection weights. A non-local ‘r-Winner Takes All’ rule, designed to

be a convenient implementation of adaptive global inhibition, sets the output of the neurons

with the r largest potentials in a given time-step to 1, and all others to 0, thereby ensuring

that exactly r neurons are active at any one moment. As a result, the system tends to re-

synchronise the spikes in each volley, cleaning up any temporal jitter introduced into the

connection delays [19, 28, 2]. Similar results are obtained when using alternative neuron

dynamics including leaky integrate-and-fire and pure coincidence detector neurons [19, 28, 40].

A continuous-time Synfire braid is a Synfire chain that has non-equal, non-discretised

delays which obey a consistency rule. The rule requires that all possible routes through

the network between two neurons (up to some maximum number of ‘hops’) incur the same

total delay. A recent paper by Izhikevich describes a similar construction of neurons and delay

lines to generate precise spatiotemporal spike sequences, which he refers to as “polychronous”

spikes [42]. The potential of each neuron in a Synfire braid as formulated in [15] is defined to

be the sum of contributions from other neurons’ outputs, weighted by the connection strength

and delayed by the connection delay. A temporal tolerance is included in the sum, playing

a similar role to that which tpsp plays in the Concurrent Recall Network. As in the Synfire

chain, the neurons with the r highest potentials at any moment are active; all others are not.

A continuous-time Synfire braid is similar to the Concurrent Recall Network in that it uses

real-valued delays between neurons and permits recall of spatiotemporal patterns of activity.

However, it differs substantially in the construction of each neuron. A Synfire neuron performs

a single summation of inputs (the binary outputs of other neurons multiplied by connection

weights) and uses a global rule to select the r neurons with the highest activations. A

Concurrent Recall Network neuron uses multiple non-linear sub-units (conjunction detectors)

and uses a local rule to decide when to emit a spike.

3.3 Simulation of the Concurrent Recall Network

In order to investigate the various properties of the neural network model developed in this

chapter, it was necessary to simulate it. In this section we briefly discuss the computer
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program written for this purpose.

3.3.1 Time-step versus event-driven simulation

Two approaches may be taken to the simulation of a temporal model: time-step and event-

driven.

In a time-step simulation, time is divided into discrete steps. Simulating the system

involves proceeding through the time steps in sequence, calculating at each step the current

state of the system based on the previous state(s). The size of the time-step defines the

temporal resolution of the simulation: the larger the time-step, the faster the simulation will

run, but the more artefacts will be introduced into the simulated behaviour by the reduced

resolution. A time-step approach was used in chapter 2 to model mus silicium.

In an event-driven simulation, there is no need for a discretisation of time other than

that enforced by the finite precision of the floating-point arithmetic of the computer. The

simulation environment does not progress step-by-step through time, but instead jumps ahead

to the next event scheduled to occur. An event is any occurrence that changes the state of

the model. For the Concurrent Recall Network, events include the firing of neurons and the

arrival of spikes at synapses. Events cause the state of the system to be changed, and often

result in the scheduling of other events for some future time. For example, the firing of neuron

A which has a connection to neuron B (delay 4ms) and a connection to neuron C (delay 7ms)

might result in two new scheduled events: one 4ms into the future and one 7ms into the

future (ignoring any temporal jitter deliberately introduced). Because events are not forced

to occur at times which are multiples of a coarse time-step, the temporal resolution of the

simulation is the resolution to which the floating point value representing time is stored in

the computer.

Event-driven simulations are most appropriate where all activity can be broken down into

events that take place instantaneously, allowing the simulation to bypass all the time between

events when nothing changes. The Concurrent Recall Network fits this requirement very well,

since the state of synapses, dendrites and neurons are modelled with discrete values which

change state instantaneously.

In performance terms, each method has its own advantages. An event-driven simulation

does not have to laboriously simulate the periods of time between events when nothing is

happening. On the other hand, there are computational overheads involved with managing

the queue of scheduled events.

We decided to implement an event-driven simulation for the Concurrent Recall Network in

order to allow experimentation with precise time delays without the significant quantisation

errors that a time-step simulation would incur. The Java programming language was used.



Chapter 4

Capacity of the Concurrent

Recall Network

In the previous chapter we described a neural network, which we call the Concurrent Recall

Network, capable of concurrently recalling multiple stored spatiotemporal spike patterns. In

this chapter we investigate the capacity and other properties of the model.

4.1 Definition of capacity

In a conventional associative memory such as a Hopfield network (section 3.1.1), the capacity

is usually defined as the number of memories that can be stored in the network such that

the nearest stable state of the network to a stored memory is the same as, or close to, the

stored memory. In the case of the Hopfield network with random memories, the system can be

treated as a spin glass [11, 29]. Such an analysis reveals several transitions in the behaviour of

the system as the number of stored memories per neuron, n/N , is increased. At n/N < 0.05,

the stored memories are stable states (perfect recall of all memories). For 0.05 < n/N < 0.138,

the memories are not themselves stable states, but have stable states nearby, with less than

1.6% of bits flipped. At n/N = 0.138, the memory fails catastrophically. This critical point,

n/N = 0.138, is usually taken to be the capacity of the Hopfield network.

We will find that the Concurrent Recall Network behaves in a way amenable to a sim-

ilar definition of capacity. If, for given parameter values, we increase the number of stored

memories, then beyond a certain point the network catastrophically fails, just as the Hopfield

network does beyond n/N = 0.138. We are however faced with the question, which does

not apply to the Hopfield network, of how to define the capacity of a network which has the

ability to recall more than one stored memory simultaneously. In this chapter we treat the

number of patterns being simultaneously recalled as an additional parameter, defining capac-

ity as the number of memories which can be stored, given that any p of them can be reliably

concurrently recalled. In some cases it is also interesting to consider the converse question,

namely “how many memories can be concurrently recalled given that a certain number of

45
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memories have been stored?”.

The capacity depends on the training rule. We consider two training rules: the unlimited

training rule defined in the previous chapter, and the limited training rule which we define in

section 4.3.

4.2 Unlimited training rule

We begin by investigating the performance of the network when using the unlimited training

rule defined in section 3.2.5. Recall that under this training rule a new conjunction detector

is added to the network for each spike in each training pattern.

4.2.1 Concurrent recall capacity

Simulations were performed using a network of N = 1000 neurons, with parameters s = S = 3,

d = 1. These values (defined in section 3.2.2) correspond to the ‘binary sigma-pi’ limit

mentioned in section 3.2.2. Each neuron has a number of conjunction detectors, any of

which can trigger a spike; each conjunction detector has three inputs, all of which have to

receive spikes simultaneously (such that the spikes, each of duration tpsp, overlap) to be

activated. Because the unlimited training rule was used (with Q(·) = Qnearest(·)), the number

of conjunction detectors on a particular neuron is equal to the total number of times that

neuron fires in all the memories stored so far. No noise was added to the network in this

experiment.

Simulations were performed in which the number of stored memories, n, was gradually

increased. Each memory consisted of 50 spikes distributed randomly with a uniform distri-

bution over the 1000 neurons and a fixed 100ms period. For each value of n, the ability

to simultaneously recall p of those memories was tested by stimulating the network with a

superposition of the first five spikes from each of p memories randomly selected from the n

stored memories, and simulating the network for five 100ms periods. Simulations in which

the rate of spiking rose above ten times the 50p expected spikes per period were deemed to

have experienced the ‘proliferation failure mode’ which will be discussed in section 4.2.2. For

the remaining cases, the presence of each stored memory was tested for among the spikes

that occurred in the final period of the simulation. Memories that had at least 80% of their

spikes present (to within a 1ms tolerance) were deemed to have been recalled. A score was

assigned to each (n, p) pair, being the fraction of stimulated patterns which were recalled, less

the fraction of unstimulated patterns which were recalled (but should not have been). Runs

failing due to proliferation were assigned a score of zero. In practice, it was found that the

details of the metric used to measure the degree of success in each test were not important

because the network either performs an excellent job at recalling all the target patterns and

no others, or fails completely due to proliferation.

One data set from this experiment is shown in figure 4.1(a), which shows the score obtained

for values of n and p between 1 and 2000. Figure 4.1(b) shows the average of 20 sets of results,
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Figure 4.1: Performance of the Concurrent Recall Network using the unlimited training
rule, for varying number of stored 50-spike memories (n) and number of concurrently recalled
memories (p). The network contained 1000 neurons, and used conjunction detectors with
S = s = 3. Colour indicates performance of the network, ranging from one (orange; perfect
recall of all p memories) to zero (blue; complete failure), using the score defined in section
4.2.1. (a) shows an individual recall test at each (n, p) value; (b) shows an average over
20 such tests. It can be seen from (a) that performance does not gradually degrade as p
is increased, but drops suddenly from close to one (perfect performance) to zero (complete
failure, typically due to proliferation). The softer transition visible in (b) is due to trial-to-
trial variability in the value of p at which the transition occurs. The dashed black line in (b)
is a manually fitted curve of the form p ∝ n−1/2.

to reduce the random fluctuations in performance due to some patterns being easier for the

network to recall than others.

The key result that we can obtain from the data in figure 4.1 is the relatively narrow

boundary between the region of (n, p) parameter space in which all p stimulated memories

are successfully recalled and the region in which the network fails completely. Fitting a curve

to this boundary, as shown by a dashed line in the figure, we see that it is well fitted by the

relationship p ∝ n−0.5.

In order to understand the behaviour shown in figure 4.1, we need an understanding of

what is causing the network to fail to recall patterns in the areas where it scores poorly. The

next section examines the network’s failure mode.

4.2.2 Proliferation failure mode

In the case of the unlimited training rule with no noise, the behaviour of the network can

be qualitatively summed up as follows. For low values of n (the number of memories stored)

and p (the number stimulated for simultaneous recall), the output of the network is a close

match to the superposition of all the stimulated training patterns. If one attempts to recall

too many patterns simultaneously, or if the number of stored patterns is too high, the system

fails catastrophically. An example of the spiking activity of the network during such a failure
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Figure 4.2: Spike rastergram showing proliferation failure mode. The network of 1000
neurons was trained on 85 memories of 50 spikes each. The network was stimulated with the
first 6 spikes from all 85 patterns. Crosses denote the firing of neurons.

is shown in figure 4.2. We refer to this failure mode as proliferation. It occurs when spurious

spikes (spikes which do not belong to any of the stimulated memories) are generated by the

network, and these spurious spikes in turn cause more spurious spikes. Spurious spikes rapidly

proliferate until the network is swamped with spikes, limited only by the refractory period of

the neurons. Such a state does not convey any useful information and is slow to simulate due

to the extreme number of spike events the simulation must process. The simulation software

is therefore programmed to detect when the rate of spiking rises to an extreme level and will

abort the simulation with an error condition.

4.2.3 Analytical prediction for the onset of proliferation

The relationship between the highest number of memories that can be concurrently recalled

for a given number of stored memories (or vice versa) can also be explored analytically. In

this section we deal only with the unlimited training rule.

Our approach in this section is to consider the conditions under which proliferation will

develop. We begin by considering the probability of a neuron firing a spike due to ‘accidental’

triggering of one of its conjunction detectors by the spikes occurring in the network. For

simplicity, we will limit our analysis to the case s = S, i.e. the conjunction detectors are like

AND gates.

Let r be the rate of spikes occurring in the network. As with all rates referred to in

this section, we define the rate to be the expected number of spikes (or other events) per

neuron, per unit time. In the numerical results, rates are expressed in units of per neuron,

per millisecond.

We consider the rate r to be made up from two contributions. The first contribution, rg,
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is from the ‘genuine’ spikes which the network is supposed to be recalling, i.e. the stimulated

memories. Since the unlimited training rule creates enough conjunction detectors to recall all

stored memories, then, in the absence of noise, the stimulated memories are guaranteed to be

present among any spurious spikes.1 The rate of genuine spikes is obtained from the number

of memories being simultaneously recalled, p, and the number of spikes in each, m:

rg =
pm

NT
. (4.1)

where N , as before, is the number of neurons in the network and T is the period of each

memory. Also contributing to r is the rate of spurious spikes, rsp, which arise from chance

activations of conjunction detectors. We therefore have

r = rg + rsp. (4.2)

A conjunction detector has S inputs and (since s = S) only activates if all of them

concurrently receive a spike. From the viewpoint in which spikes are considered delta functions

(section 3.2), the equivalent statement is that spikes arrive at all s inputs within tpsp of each

other. The rate of activations of the conjunction detector is therefore given by the rate at

which spikes arrive at the first input, multiplied by the probability that, given a spike arriving

at time t1 on the first input, spikes arrive on the other s−1 inputs within tpsp of t1 and within

tpsp of each other. If we call this probability pc, then the rate of activations of the conjunction

detector is given by:

rcd = rpc. (4.3)

In the case s = 2, a spike is required to arrive at the second input within tpsp of time

t1, i.e. between t1 − tpsp and t1 + tpsp. The probability of one or more spikes arriving during

this 2tpsp period is given by the probability of one or more events occurring from a Poisson

process of mean 2tpspr:

pc = 1 − exp(−2rtpsp) ≈ 2rtpsp (s = 2). (4.4)

In the case s = 3, not only do we require spikes to arrive at the two other inputs between

t1−tpsp and t1+tpsp, but we have the additional constraint that the two spikes must be within

tpsp of each other, i.e. the constraints on t2 and t3 (the arrival time of spikes at the other two

inputs) are (t1 − tpsp) < t2 < (t1 + tpsp), (t1 − tpsp) < t3 < (t1 + tpsp) and |t2 − t3| < tpsp.

Figure 4.3 illustrates the area in t2, t3 space that satisfies these constraints. The expected

number of spikes per unit area in t2, t3 space is r2, and the area of the constraint-satisfying

1For reasons of tractability, we ignore the possibility that a genuine spike is prevented from occurring
because a previous spike has left a neuron in its refractory state at the relevant moment.
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Figure 4.3: The shaded region shows the area in (t2, t3) space in which the constraints
(t1 − tpsp) < t2 < (t1 + tpsp), (t1 − tpsp) < t3 < (t1 + tpsp) and |t2 − t3| < tpsp are all satisfied,
i.e. t2 and t3 are within tpsp of t1 and of each other. The shaded area is 3/4 of the area of the
enclosing square, which has area (2tpsp)

2.

region in the figure is 3
4(2tpsp)

2, giving

pc = 1 − exp

(

−
3

4
(2tpspr)

2

)

≈
3

4
(2tpsp)

2r2 (s = 3). (4.5)

In the case s > 3, we require the region in t2, ..., ts space that satisfies the constraints

(t1 − tpsp) < ti < (t1 + tpsp)∀i ∈ {2, ..., s} and max(t2, ..., ts) − min(t2, ..., ts) < tpsp. General-

ising figure 4.3 to higher dimensions, the constraint-satisfying volume consists of an (s − 1)-

dimensional hypercube with side length tpsp located in one corner of the enclosing hypercube

(of side length 2tpsp), which is swept linearly up to the opposite corner. The volume of the

inner hypercube plus the volume swept out is (tpsp)
s−1s, and the expected number of spikes

per unit volume in the (s−1)-dimensional hyperspace is rs−1, resulting in a general expression

for pc:

pc = 1 − exp
(

−rs−1(tpsp)
s−1s

)

≈ rs−1(tpsp)
s−1s. (4.6)

Consequently, the expected rate of activations of a conjunction detector due to random coin-

cidence of spikes is

rcd = rpc ≈ (tpsp)
s−1rss. (4.7)

We now consider the rate of spurious firing of each neuron, rsp. Spurious spikes received

on a neuron’s inputs will in turn lead to a certain rate of spurious spikes being generated by

the neuron. We can therefore define a function f(rsp) which is the rate of generated spurious

spikes. Since one neuron’s output is another neuron’s input, rsp will evolve according to the

iterative map

rsp ← f(rsp). (4.8)
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We now derive an expression for the function f(rsp).

In the unlimited training rule, a conjunction detector is created somewhere in the network

for each spike in each stored memory. The average number of conjunction detectors per

neuron, D, is therefore

D =
nm

N
. (4.9)

where m = |M| is the number of spikes in each of the n stored memories.

We assume d = 1, i.e. the neuron fires as soon as any one of its conjunction detectors is

activated. The total rate of conjunction detector activations for the neuron is given by Drcd.

To a first approximation, this is also the rate at which the neuron will fire:

f(rsp) ≈ Drcd = α · (rg + rsp)
s (4.10)

where we have substituted for rcd from equation 4.7 and, for convenience, defined

α ≡ (tpsp)
s−1Ds. (4.11)

We can improve our theoretical model by taking into account the neuron’s refractory

period, trefr (section 3.2.2). If a conjunction detector activation occurs within trefr following

the neuron firing, it is rendered impotent and will not cause another spike. The correct rate

of spurious firing is therefore given by subtracting from equation 4.10 the rate of impotent

activations, which we can model as the rate of conjunction detector activations multiplied by

the Poisson probability that the neuron fired within the previous trefr, given that the neuron

fires at rate r:

f(rsp) = Drcd − DrcdP (activation is impotent)

= Drcd − Drcd

(

1 − P (zero firings in previous trefr)
)

= Drcd − Drcd

(

1 − ertrefr
)

= Drcde
−(rsp+rg)trefr (4.12)

= α(rg + rsp)
se−(rsp+rg)trefr . (4.13)

Our improved theoretical model of the spurious spiking rate is therefore a dynamical

system governed by the following iterative mapping:

rsp ← α · (rg + rsp)
se−(rg+rsp)trefr , (4.14)

which has a fixed point rsp = r∗sp defined implicitly by

r∗sp = α · (rg + r∗sp)
se−(rg+r∗sp)trefr , (4.15)
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or, neglecting the correction factor which takes account of the refractory period,

rsp ← α · (rg + rsp)
s, (4.16)

r∗sp = α · (rg + r∗sp)
s. (4.17)

As we will see in figure 4.4, this approximation is reasonable for the purpose of ascertaining

whether a fixed point exists.

Figure 4.4 shows cobweb diagrams [82] for equation 4.14, for several values of rg. Shown

on the same plots, in green, is equation 4.10. We see that it is a good approximation to

equation 4.13 in the range of rsp values which correspond to the location of the fixed point.

In figure 4.4(a), rg is small enough that a fixed point exists: the rate of spurious spikes,

rsp, converges and proliferation does not occur. In figure 4.4(b), rg is at the critical value

above which the fixed point disappears. The approximate critical value of rg which we cal-

culate in equation 4.20 below corresponds to the value of rg for which the green curve (the

approximation, equation 4.10) just touches the diagonal line. We can see from the figure that

it will do so at a value of rg fractionally lower than the value of rg depicted in figure 4.4(b),

since the green curve is already above the diagonal line in that figure.

In figure 4.4(c), rg is greater than its critical value, which we will call r̂g. The stable fixed

point we saw in figure 4.4(a,b) disappears, and rsp rises to much higher values, i.e. proliferation

sets in. We discuss the behaviour of this theoretical model for values of rg greater than the

critical value in more detail in section 4.2.4. For now, we wish to derive an expression for the

critical rate of genuine spikes, r̂g.

Figure 4.4 shows that the maximum value of rg for which rsp reaches a stable fixed point

when iterated starting from rsp = 0 occurs when the curve f(rsp) touches the line f(x) = x

without crossing it. Since the slope of the curve must be 1 at the the point where the curve

touches the line, the critical value of rg is determined by the condition that the solution of

∂f(rsp)

∂rsp
= 1 (4.18)

is also a fixed point.

To allow us to determine an analytical solution, we use the approximation in equation

4.10, which we have seen is valid in the region of the fixed point of interest, for sensible

parameter values. Equation 4.18 is then solved when

∂

∂rsp

(

α · (rg + rsp)
s
)

= 1

=⇒ αs(rsp + rg)
s−1 = 1.

Hence

r∗sp =

(

1

αs

)
1

s−1

− rg. (4.19)
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Figure 4.4: Cobweb diagrams for the iterative map in equation 4.14. The horizontal coor-
dinate represents the current value of rsp; the vertical coordinate represents the next value of
rsp, f(rsp). The diagonal line shows f(rsp) = rsp. The blue curve shows equation 4.13; the
green curve shows the approximation to it given by equation 4.10. We see that in the range
of rsp values containing the fixed point(s) in (a,b), the green curve is a good approximation
to the blue curve. Red arrows show the evolution of rsp as we iterate equation 4.14 starting
from rsp = 0. Other parameters correspond to the values used in the network simulated in
figure 4.1, at n = 1000. (a) rg = 0.0150. rsp converges to a stable fixed point at A. (b)
rg = 0.0161. The blue curve just grazes the diagonal line. This value of rg is the largest
one for which a fixed point exists. The green approximation will graze the diagonal line at a
fractionally lower value of rg. (c) rg = 0.0170. The fixed point has vanished: rsp will grow to
much larger values. (d) Same as (c), zoomed out by a factor of 5000. At high-enough values
of rsp, the blue curve eventually crosses back over the diagonal line, resulting in an alternative
fixed point. In situations such as (c), then, rsp does not diverge to infinity, but enters periodic
solutions, taking implausibly high values of rsp most of the time. This is discussed further in
the text.
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Substituting this value into equation 4.17, rearranging for rg, and simplifying, we obtain the

condition that rg must obey for there to be a fixed point:

rg ≤

(

s − 1

s

) (

1

αs

)
1

s−1

= r̂g. (4.20)

Substituting for α, rg and D from equations 4.11, 4.1 and 4.9, the condition becomes

pm

NT
≤

(

s − 1

s

) (

N

nms2(tpsp)s−1

)
1

s−1

. (4.21)

Rearranging, we obtain

n ≤
1

s2

(

s − 1

s

)s−1 (

T

ptrefr

)s−1 (

N

m

)s

. (4.22)

Finally we are in a position to predict the relationship between the maximum number of

patterns that can be simultaneously recalled without triggering the onset of proliferation, and

n, the number of stored memories. From equation 4.21,

pmax ∝ n−1/(s−1). (4.23)

In the case s = 3, pmax ∝ n−1/2, which agrees with the curve manually fitted to figure 4.1.

Unfortunately, although this model correctly predicts the relationship pmax ∝ n−1/2, the

constant of proportionality that it predicts, using the parameter values for the simulation in

figure 4.1, is too large by a factor of four. Possible reasons for this discrepancy between the

prediction of the analytical model and observed results are discussed in section 4.2.5.

4.2.4 Behaviour of the theoretical model for rg > r̂g

Although it appears from figure 4.4(c) that rsp will diverge to infinity if rg > r̂g, we see in

figure 4.4(d), which depicts the same value of rg but is plotted on a different scale, that this is

not the case. At rsp values two orders of magnitude larger than those shown in figure 4.4(c),

the blue curve reaches a maximum and eventually returns below the diagonal line, limiting the

maximum value rsp can obtain. This rate-limiting effect is caused by the neurons’ refractory

periods.

The maximum value that rsp can obtain, according to figure 4.4(d), is approximately 100.

This corresponds to each neuron firing 100 times per millisecond, which is clearly impossible:

the absolute maximum firing rate of each neuron is 1/trefr, i.e. 0.5 times per millisecond. We

believe this discrepancy to be due to the fact that the theoretical model in equation 4.13 does

not adequately model the true nature of the Concurrent Recall Network at high spiking rates.

Two particular failings of the theoretical model at high firing rates are the approximation in

equation 4.6 and the fact that it models the refractory period in a soft, probabilistic manner,
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whereas in fact the refractory period is a hard limit on firing rate. Equation 4.3 is also not

valid for firing rates close to 1/trefr.

Nonetheless, the theoretical model of equation 4.14 captures the qualitative behaviour

that the firing rate cannot diverge to infinity, as it would if we used only the approximation

in equation 4.16. It is interesting to note that the theoretical model predicts oscillating

behaviour for rsp when rg > r̂g. ‘Proliferation oscillations’ — bouts of proliferation separated

by periods of relative calm — are a phenomenon which have been observed occasionally in

simulations of the Concurrent Recall Network. These could be qualitatively explained by

the behaviour of our theoretical model in the overloaded regime rg > r̂g (figure 4.4(d)): rsp

spends some time bouncing around relatively low values, then every so often it jumps up to

a high value before being returned to low values.

4.2.5 Limitations of the analytic model

In addition to the limited validity at high spiking rates discussed in the previous section, we

note here some other limitations of the analytical model.

The analytical model assumes that the stimulated memories are always correctly recalled,

resulting in a fixed number of ‘genuine’ spikes. However, a high level of spiking in the network

will mean that neurons spend a significant proportion of the time in a refractory state, during

which they would not be able to fire a ‘genuine’ spike at the correct time. This adds an

additional layer of complexity which we do not attempt to model.

We note also that the analytical model we used cannot model the rate at which rsp evolves

over time. We presented the evolution of rsp as an iterative map with discrete updates; in

fact rsp will evolve continuously in a manner which depends on the distribution of time delays

of connections.

Finally, rsp is of course a statistical approximation to the true nature of the network,

which consists of discrete events. Fluctuations in the instantaneous rate of spurious pikes

could cause rsp to jump to a value to the right of the unstable fixed point labelled ‘B’ in

figure 4.4(a). Once in that state, it would no longer converge to the stable fixed point,

labelled ‘A’. Our analytical model makes no attempt to model this.

4.2.6 Capacity as a function of number of neurons

One of the key properties of a neural network memory is how its performance scales as the

number of neurons is increased. To determine this property for the Concurrent Recall Network

using the unlimited training rule, simulations were run in which the number of neurons, N ,

and the number of stored patterns, n, was varied. Exploration was initially restricted to

simultaneous recall of seven memories (p = 7). Figure 4.5 is typical of the outcome of such

simulations, showing the success rate (the score defined in section 4.2.1) as a function of

the number of patterns stored, for various numbers of neurons in the network. The line for

N = 1000 corresponds to a horizontal cross section through figure 4.1(b) at p = 7. Figure 4.5
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Figure 4.5: Performance of the network as a function of the number of stored patterns, n,
for various numbers of neurons, N . Each memory contains 50 spikes. The network used the
unlimited training rule (S = s = 3) and was stimulated with the first six spikes from 7 of the
stored memories. The vertical axis shows the average over 8 trials of the success score defined
in section 4.2.1.
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fits to the data in figure 4.5 as described in the text; other data points come from similar
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4.2. UNLIMITED TRAINING RULE 57

shows scores averaged over eight runs; this averaging, combined with the fact that scores tend

to be close to zero or one, is the origin of the steps at a spacing of 1/8 in score which can be

seen in some curves. For example, the lowest step, close to a score of 1/8, corresponds to the

cases in which the network successfully recalled the required 7 test memories in only one out

of the eight runs. The graph shows that the network tends to perform close to optimally for

values of n up to some N -dependent critical value, beyond which performance rapidly drops

to zero when proliferation is triggered.

Data such as those in figure 4.5 were further processed by fitting to each curve a piecewise

linear function which takes the value 1 for values of n below a parameter n1, then linearly

decays to reach a value of zero at n = n2, and takes the value zero for values of n above n2.

The fits are shown with dotted lines in figure 4.5. The value of n corresponding to the point

at which the fitted line crosses a score of 0.5 (i.e. (n2 − n1)/2) was taken as the capacity, C,

of the network in the particular configuration corresponding to that line.

The capacity values obtained in this manner for various values of N and various numbers

of simultaneously recalled memories are plotted in figure 4.6, and are all well fitted by the

relationship C ∝ N2.7. This power law is in fair agreement with the analytical prediction:

from equation 4.22, the capacity (i.e. the maximum value of n before the onset of proliferation)

is proportional to (N)s, i.e. N3. The small discrepancy in the exponent is probably due to

the imperfections in our analytical model already mentioned.

At face value, an exponent larger than one is a surprising result, since we would not expect

the capacity of a network to grow faster than linearly in the number of neurons (recall that for

the Hopfield network, the capacity, if defined as the number of memories which can be almost

perfectly recalled, is linear in the number of neurons). However, the use of the unlimited

training rule in these experiments means that as more patterns are stored in the network, the

computational complexity of the network hardware is itself increased, since each additional

memory stored adds an additional m conjunction detectors somewhere in the network. It is

therefore not quite fair to compare this capacity result directly to a more conventional model

which has a fixed quantity of hardware available. A Concurrent Recall Network with such a

constraint is explored later, in section 4.3.

4.2.7 Capacity dependence on conjunction detector parameters

Two of the Concurrent Recall Network’s most fundamental parameters are the parameters s

and S, which determine the configuration of the conjunction detectors in each neuron. In order

to determine the effect of these parameters on the capacity of the network, the experiment

described in the previous section was repeated with various settings of s and S. Results are

shown in figure 4.7. Straight lines have been fitted to the data and their slopes indicated on

the graphs. It can be seen that the slope of the capacity curve depends on s, the number of

inputs to each conjunction detector required to be simultaneously active. The nature of the

dependence of the capacity curves on s and S can be understood in terms of the proliferation

failure mode.
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Figure 4.7: Dependence of capacity curves on conjunction detector configuration. As for
figure 4.6, one set of points (S = s = 3) is derived from the fits in figure 4.5. The other sets
of points are derived from similar simulation in which s and S were varied. The number of
patterns being simultaneously recalled is seven.

In the S = s case, our analytical model from section 4.2.3 predicts the capacity to be

proportional to (N)s. The experiment summarised in figure 4.7 found the actual exponents

1.8, 2.7 and 3.7 for S = s = 2, 3 and 4 respectively. The agreement in exponents is fair, but

not perfect. Section 4.2.5 outlines some weaknesses in the analytical model which may be to

blame.

The analytical model developed in section 4.2.3 applies only for S = s. We can, however,

qualitatively understand the other cases displayed in figure 4.7. For a given value of s, a

higher value of S means that a conjunction detector has more opportunity to detect accidental

coincidences on its inputs. Hence, proliferation occurs at a lower density of spikes, and the

capacity is reduced.

4.3 Limited training rule

In the previous section we examined the performance of the Concurrent Recall Network when

using the unlimited training rule. That training rule is somewhat unusual in that it involves

adding a new conjunction detector to the network for each spike in each memory to be stored.

A more conventional approach is for the training rule of a neural network to have available to

it a fixed quantity of hardware (e.g. neurons and connections or potential connections between

them). In this section we describe a training rule for the Concurrent Recall Network which

satisfies that constraint, and assess its performance.
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4.3.1 Definition of the limited training rule

The limited training rule operates on a similar principle to the unlimited training rule de-

scribed in section 3.2.5. The difference is that whereas the unlimited training rule starts

with no conjunction detectors available and adds new ones as memories are stored, the lim-

ited training rule starts with a fixed number, D, of conjunction detectors available on each

neuron. Formally, the limited training rule is defined by the following algorithm:

Algorithm 2 Limited training algorithm

while unused conjunction detectors remain on neurons which participate in any of the
training patterns do

Pick a target spike (ni, ti) at random from all spikes in all training memories
Let M be the training pattern containing (ni, ti)
if neuron ni has any unused conjunction detectors then

Identify an unused conjunction detector, γ, on neuron ni

Let P = Q(M, ni, ti), i.e. S spikes forming a subset of M.
for all spikes (nj , tj) ∈ P do

Create a connection from neuron nj to an unused input on the new conjunction
detector, γ, with propagation delay ti − tj mod T .

end for
end if

end while

As in section 3.2.5, Q(M, ni, ti) is the function which selects which S spikes in a given

pattern M are to be used as trigger spikes for the spike at time ti on neuron ni.

In the following sections we examine the capacity of the Concurrent Recall Network under

the limited training rule just defined, using Q(·) = Quniform(·) (see section 3.2.5).

4.3.2 Capacity of the Concurrent Recall Network with limited training

rule

Figure 4.8 shows the capacity-versus-N curve for the network using the limited training rule.

As with the previous capacity graphs, each data point on the graph is determined by an

automated fit to an intermediate dataset similar to the one in figure 4.5. Parameters were

the same as for figure 4.6: seven patterns were being recalled concurrently, the conjunction

detectors were configured to have s = S = 3 and each memory contained 50 spikes. The

figure shows the capacity for various numbers of conjunction detectors per neuron, D.

We see from figure 4.8(a,b) that, for large values of N , the limited training rule produces

a linear relationship between the capacity and the number of neurons, i.e. a constant capacity

per neuron. Providing a greater number of conjunction detectors per neuron increases the

capacity of the network. Figure 4.8(c) shows that the majority of the data points fit closely

a linear relationship between the capacity and the total number of conjunction detectors on

all neurons, ND, with a constant of proportionality corresponding to 0.0078 memories (0.35

spikes) per conjunction detector (for the particular parameter settings used).
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Figure 4.8: Capacity under the limited training rule with various numbers of conjunction
detectors per neuron (D), s = S = 3, 7 patterns were being simultaneously recalled. Runs
which aborted due to proliferation are plotted as having a capacity of zero. Data points are
joined by lines to guide the eye only. (a) Capacity as a function of number of neurons. The
graph is shown on a log-log scale for ease of comparison with previous figures; however the
relationship between capacity and N on the straight sections of the curves is in fact linear.
The thick dashed lines are discussed in the text. (b) shows the same data plotted on linear
axes. (c) plots the same data against the total number of conjunction detectors rather than
the total number of neurons.
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However, the data displayed in figure 4.8 do not all follow the linear relationship between

capacity and number of conjunction detectors identified above. The capacity drops below the

linear trend for small values of N (the point of departure from the linear trend appears to be

D-dependent). In this experiment, runs which aborted due to proliferation were assigned a

capacity of zero. The fact that most of the data series plotted drop quickly to zero after they

leave the linear C ∝ ND relationship suggests that it may be proliferation that causes this

deviation and some other failure mode which limits the capacity in the linear regime.

The failure mode in the linear regime will be considered in section 4.3.3. We now investi-

gate the behaviour of proliferation under the limited training rule.

The analytical model for the onset of proliferation that we developed in section 4.2.2 can

be applied to the limited training rule with only one modification. In the unlimited training

rule, the average number of conjunction detectors per neuron, D, was given by nm/N . Here,

it is an external parameter. Substituting for rg and α in equation 4.20, we obtain the following

condition which must hold for proliferation to be avoided:

pm

NT
≤

(

s − 1

s

) (

1

Ds2(tpsp)s−1

)
1

s−1

. (4.24)

Note that now D is a constant with no n-dependence, the condition for the avoidance of

proliferation no longer depends on n, the number of memories stored. Treating s, m and T

as constants, we find that values of N smaller than a critical value N̂ , given by

N̂ ∝ D1/(s−1), (4.25)

are liable to induce proliferation.

Equation 4.25 suggests that proliferation will occur under the limited training rule if N

is smaller than a D-dependent critical value. That is exactly the behaviour we observe in

figure 4.8. Intuitively, the smaller N is, the higher the average rate of firing, since the same

number of spikes are squeezed into a smaller population of neurons. Also, the larger the

number of conjunction detectors, the more opportunities there are for spurious coincidences

to occur. We therefore expect both decreasing N and increasing D to make proliferation more

prominent. Both of these are apparent in figure 4.8.

We can compare our theoretical result (equation 4.25) with the experimental data by

plotting on figure 4.8(a) the boundary beyond which proliferation is predicted to take hold.

By combining equation 4.25 with our observation that C ∝ ND in the linear, non-proliferating

regime, we obtain a curve which we can plot on the figure:

Ĉ ∝ N̂D ∝ N̂N̂ s−1 ∝ N̂ s. (4.26)

Thus, in the case of s = 3, plotting the line C ∝ N3 onto figure 4.8(a) should, if the analytical

model matches observed behaviour, provide a line which intersects each of the capacity curves

at the point where it stops following the linear trend as N decreases. The thick dashed green
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line in figure 4.8(a) shows C ∝ N3, with the constant of proportionality adjusted by hand.

C ∝ N2 is also plotted for comparison.

The data available in figure 4.8 is not sufficient to make a reliable judgement as to whether

C ∝ N3 has exactly the correct exponent to match the observed capacity curves. Given the

slight inaccuracy in the N -dependence of the proliferation analysis noted in section 4.2.6, it

would not be surprising to find that our prediction for N̂ is not exactly correct. It is, however,

clear from figure 4.8(a) that an exponent between 2 and 3 will indeed specify a boundary which

correctly demarcates the change of regime from extinction- to proliferation-limited.

4.3.3 Extinction failure mode

Examination of the spiking activity in simulations conducted in the linear part of the capacity

curves reveals that, as suggested by the above analysis, it is not proliferation but a different

failure mode that limits capacity in that regime. As the number of stored memories is pushed

higher, there is no proliferation of spikes, but instead the spiking activity peters out into

nothing. We refer to this as the extinction failure mode.

We can understand this alternative failure mode by considering the nature of the limited

training rule. Whereas the unlimited training rule added an additional conjunction detector

per learnt spike (thereby adding another opportunity for an accidental random coincidence

of spikes to be detected), the limited training rule has a constant number of coincidence

detectors. As more patterns are stored, the probability of accidental coincidences does not

increase, and there is no reason for proliferation to occur. Instead, there comes a point when

there are not enough conjunction detectors for the training memories to be stored sufficiently

well to sustain themselves during recall. In this scenario, some (or all) of the memories will

fail to be recalled even when stimulated.

4.3.4 Possible modifications to the limited training rule

The limited training rule as defined in section 4.3.1 makes no attempt to optimise the alloca-

tion of conjunction detectors on a particular neuron to spikes in target memories, but instead

assigns conjunction detectors to target spikes at random. A strategy which might increase

the capacity (in the linear, extinction regime) would be to allocate an equal number of con-

junction detectors to each spike to be stored, to avoid the situation in which a memory fails

to be stored adequately because a small number of its spikes happened to not be allocated a

conjunction detector. Another strategy would be for a neuron to allocate a fixed number of

conjunction detectors to each new spike it is asked to learn, rather than sharing them out over

all spikes it has ever been asked to learn. When the neuron’s supply of conjunction detectors

is exhausted, it would recycle the conjunction detectors allocated to older memories. This

should allow the network to always be able to recall the R most recently trained memories,

with new memories gradually overwriting old ones. Both of these alternative strategies should

increase the number of memories that can be stored before the extinction failure mode occurs.
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Figure 4.9: Capacity of the Concurrent Recall Network with limited training rule, showing
the effect of recalling different numbers of memories, p, simultaneously. The number of
conjunction detectors per neuron was 20.

However, the limited learning rule specified in section 4.3.1 has a more biologically plausible

flavour to it, since it does not require any sophisticated planning of the training programme.

We will therefore continue to use it in the following experiments.

4.3.5 Capacity dependence on number of concurrently recalled memories

Figure 4.9 shows experimentally-determined capacity curves, using the limited training rule,

for three different numbers of simultaneously recalled memories (p). 20 conjunction detectors

per neuron were used. The figure shows that, broadly, the capacity of the network when using

the limited training rule does not depend on the number of simultaneously recalled memories.

This is consistent with our understanding of the extinction failure mode, which represents a

failure to adequately store memories, and is not affected by how we attempt to recall them.

Nonetheless, we would expect that there must be a value of p above which the average rate

of spikes would be sufficiently high to cause the proliferation failure mode to occur.

4.3.6 Capacity dependence on conjunction detector configuration

Returning to the p = 7 case, we can examine the effect of S and s on capacity, as we did for

the unlimited training rule. Figure 4.10 shows the results of simulations for various values

of these parameters. Here we can once again see two regimes. Most of the data points

are consistent with a linear relationship between capacity and number of neurons, with the

constant of proportionality depending on s and S. Values for the constant of proportionality

are shown in figure 4.10(b). In a small number of cases, however, the capacity falls below this

linear relationship, due to the onset of proliferation.

In the extinction (linear) regime, we can see two main effects. The dominant effect is that,

for a given value of s, larger S gives better performance. But for a given value of S, smaller

s is better. These observations make sense given the nature of the extinction failure mode.
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Figure 4.10: (a) Capacity of the Concurrent Recall Network with limited training rule,
showing the effect of conjunction detector configuration type. The number of conjunction
detectors per neuron was 20. Dotted lines show straight lines fitted to the linear sections of
data. (b) Gradients (vertical axis) of straight line fits in (a), as a function of s (horizontal
axis) and S (see legend).

‘Softer’ conjunctions which have lots of inputs but require fewer of them to be simultaneously

activated are more likely to continue operating even in the absence of some of the spikes they

expect to be triggered by. So even when some spikes are missing completely because there

were not enough conjunction detectors to encode them, memory retrieval may be able to

continue.

Once again, we see that for lower values of N , some of the curves become affected by the

proliferation failure mode and ‘drop off’ the linear trend. High values of S and low values of s

are the worst affected for the same reason that they alleviate the extinction problem: ‘softer’

conjunction detectors are more easily triggered accidentally by other memories and therefore

more likely to result in a proliferation of spurious spikes.

4.4 Conclusion

By simulation with randomly-generated training memories, and theoretical analysis, we have

obtained capacity results for the Concurrent Recall Network under both the unlimited training

rule and the more biologically plausible limited training rule. We have also examined two

failure modes of the network which limit its capacity: proliferation and extinction.



Chapter 5

Line Attractors with the

Concurrent Recall Network

5.1 Introduction

In chapter 3 we introduced an associative memory model which recalls stored spatiotemporal

spike sequences using spiking neurons, conjunction detectors and delay lines. The network

can stably regenerate any of the stored memories when stimulated with a noisy or incomplete

version of the memory. We can formulate such a system as an attractor network [32] by

considering each stored memory to be a point in a high-dimensional space containing all

spatiotemporal spike sequences. When we stimulate the network with a noisy version of a

memory, we are initialising it at a point in this space close to one of its stored memories. The

dynamics of the network should then tend to move the state closer to the stored memory, until

it reaches a stable state. Each stored memory in a non-overloaded network is an individual

attractor state or fixed point in the space of memories. We can visualise point attractors as a

local minimum in an energy landscape1 into which the state of the network will ‘roll’ if placed

nearby (figure 5.1(a)).

The attractor concept can be extended from zero-dimensional point attractors to one-

dimensional continuous attractors [75]. If we can create a valley in the energy landscape, and

the bottom of the valley does not slope, then we have created a line attractor (figure 5.1(b)).

When initialised at a state anywhere along the line attractor, the network will remain in that

state, since the energy landscape is flat there. If initialised a short distance from the attractor,

it would descend to the bottom of the valley and come to a stable location somewhere along

the line attractor. A line attractor can be thought of as a continuous trail of fixed points

lying along the bottom of the valley.

A network with continuous attractors can store not just individual memories (point at-

tractors in the high-dimensional space of all possible memories), but continua of memories.

1The energy landscape is a helpful introduction to the attractor concept. However, we note that it
is not possible to define an energy function for all attractor networks.
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(a) (b)

Figure 5.1: Illustration of the energy landscape for (a) a point attractor, and (b) a line
attractor. A two-dimensional system is shown; in a typical attractor network the number of
dimensions will be equal to the number of neurons in the network.

Continuous attractors have several uses. For example, an organism could use the state of a

line attractor to internally represent its location along a one-dimensional route, the position

of its limbs, head or eyes [73, 74], or for short-term memory of any continuous (real-valued)

variable. Similarly, a two-dimensional attractor map can be used as a ‘cognitive map’ of the

organism’s physical location in two-dimensional space [70, 85, 63].

Most existing models of neural line attractors use the firing rate of one or more neurons

to represent the continuous value being stored [16, 73]. In this chapter we investigate line

attractors built using the Concurrent Recall Network of the previous two chapters. Spike

timing, not firing rate, is used to store a representation of a continuous variable.

5.2 Mapping position to a spatiotemporal spike sequence

To build a line attractor based on the Concurrent Recall Network, we need a way of mapping

a position (the distance along the line) onto a spatiotemporal spike sequence, thereby defining

a one-dimensional line through the high-dimensional space of all possible spatiotemporal spike

sequences. For this purpose, we use the following function:

φi(x) = αi + βix mod 2π. (5.1)

φi is the phase within a cycle of fixed period at which the ith neuron fires, and x is a real

number giving the distance along the line attractor from an arbitrary origin lying on the line.

Each neuron in the resulting spike sequence fires exactly once per cycle. Thus, αi determines

the phase of neuron i in the firing pattern corresponding to the position x = 0, and βi is

the rate at which the same neuron’s firing phase changes as we move along the line. Figure

5.2 shows the firing times of ten neurons as a function of x, and some corresponding spike

sequences.

In neuronal hardware, the mapping of real-valued stimuli onto firing phase can be accom-
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Figure 5.2: Mapping of a real value onto a spatiotemporal spike sequence. (a) Firing times

(i.e. φi(x)· T
2π where T is the period, 100ms), plotted against x, the position along the attractor,

for ten neurons. Each intercept αi was randomly chosen from a uniform distribution between
0 and 2π, and each βi uniformly between ±π/10, corresponding to a slope of up to ±5ms per
unit distance. (b) Spike rastergram showing, overlaid, spatiotemporal spike patterns for six
values of x shown in the legend. Line colours in (a) correspond to the point colours in (b). The
slope of each line in (a) determines the amount (and direction) by which the corresponding
neuron’s spiking time in (b) shifts as x is varied.

plished through the use of sub-threshold oscillations in neurons’ internal potential [33, 60].

There is evidence of correlation between the phase of firing of ‘place cells’ in the rat hip-

pocampus relative to a global 7-12Hz ‘theta’ rhythm and the location of the rat within the

cell’s place field [78, 64, 17, 67, 25]

5.3 Storing an entire line attractor

The method chosen to store a line attractor memory in a Concurrent Recall Network is based

on the limited training rule. As defined in section 4.3, the limited training rule allocates each

conjunction detector in the network the task of reproducing a randomly-chosen spike from all

the spikes that the conjunction detector’s neuron is responsible for, in all the memories to be

learnt.

The learning rule is modified for the storage of a line attractor in the following way. We

denote distance along the line attractor by x, with the extent of the line limited by x = xmin

and x = xmax, and define a mapping from x to a spatiotemporal spike sequence using equation

5.1. For each conjunction detector available in the network, we generate a random position

along the desired line attractor, xtrain, with xmin ≤ xtrain ≤ xmax and use equation 5.1

to generate Mtrain, the spatiotemporal spike sequence corresponding to that position. The

conjunction detector is then given the task of generating its neuron’s spike in Mtrain, using

delay lines from any S of the other spikes in Mtrain. (Recall that S is the number of inputs to

each conjunction detector, and s is the number of those which must be concurrently receiving

a spike in order to activate the conjunction detector.) The procedure is very similar to that
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Figure 5.3: Data from simulations of a Concurrent Recall Network line attractor. (a) A
failed attempt, where the learning rule had no restriction on the βi values of neurons used
as the inputs to a conjunction detector; (b) A successful attempt where the learning rule
rejected proposed conjunction detectors with input neurons having similar βi values. In both
cases, the network of 100 neurons (S = s = 3, D = 150, d = 1) was trained on a continuous
memory lying on a line parameterised by x = 0 . . . 10, and was stimulated in the first period
(0–100ms) with the spike sequence corresponding to x = 6. Each point on the graph indicates
the activation of a conjunction detector. The horizontal coordinate of each point on the graph
is the time at which the activation happened; the vertical coordinate is the time at which
it should ideally have happened, i.e. the time at which the neuron on which the conjunction
detector lives should ideally fire according to the spike sequence for x = 6. The colour of each
point indicates xtrain for the conjunction detector. In an ideal world, each point would lie on
the dotted line (actual activation time equals ideal activation time) and most points would
be coloured yellow (only conjunction detectors trained to respond to spike sequences close to
x = 6 should respond).
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Figure 5.4: Effect of the range of βi parameters on a conjunction detector’s behaviour. The
βi parameters for the three neurons which feed a three-input conjunction detector are shown
(as in figure 5.2(a)) by the slope of three blue lines. The lines are shown intersecting at x = 5
since the conjunction detector was trained at that position. The slope of the red line shows
the βi parameter for the conjunction detector’s own neuron. (a) The three input βi’s are
dissimilar: a small change in x will result in the input spikes being substantially separated in
time. This conjunction detector will only respond to a very small region around x = 5. (b)
The three input βi’s are similar. The input spike times all vary similarly as x changes, so the
conjunction detector will still activate over a wide range of x values, with its activation time
shifting together with the input spikes. In this case, the red line, showing how the neuron’s
firing time should vary with x, concurs with the input neurons. The conjunction detector will
generalise correctly to a wide range of positions x. (c) As (b) except that the conjunction
detector’s own neuron’s ideal firing time changes with x differently to the input spikes. This
is undesirable: the conjunction detector (and hence the neuron) will respond to a wide range
of x values but, rather than correctly tracking the correct spiking time as x varies, the phase
of its output will move in the opposite direction to what it should ideally do. Only at x = 5
exactly would the output spike be correctly timed.

defined in section 4.3 for storing n individual memories, except that rather than distributing

the available conjunction detectors between n discrete memories, we distribute them among

the infinitely many memories along the attractor.

The hope is that the network can recall any point along the line using a handful of

conjunction detectors which were trained on positions xtrain lying close to that point. Two

nearby points on the attractor would be recalled using overlapping, but not identical, pools of

conjunction detectors. Each neuron participates in storing positions spread along the length

of the attractor, making this, as in the case of the individual memories used in the previous

chapter, a distributed memory.

Initial trials were conducted by training the network in the manner described and then

stimulating it with the spike pattern corresponding to a particular position along the line

attractor. It was found that the pattern of spiking in the network degenerated, over a few

periods, into a pattern that did not correspond well to any position along the attractor, and

eventually petered out into nothing. Figure 5.3(a) shows data from a simulation in which

‘position coherence’ is lost in this way.

A problem found to be inhibiting successful operation was the fact that some conjunction
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detectors fired, at incorrect times, for a wide range of stimulated positions along the line

attractor. The reason for these spurious spikes can be understood in terms of the βi values of

the neurons from which a particular conjunction detector makes connections, as is illustrated

in figure 5.4. Since βi is randomly chosen, a typical conjunction detector which has, for

example, three inputs will receive input from neurons with three different βi values. The

neuron on which the conjunction detector lives will also have its own βi value. If the three

input βi values are significantly different from each other (figure 5.4(a)), then the particular

temporal configuration of input spikes that the conjunction detector recognises will occur

only in a narrow range of positions along the line attractor: moving away from this position

will cause the relative spike times to shift by different amounts. But if the three input βi

values happen to be similar in value (figure 5.4(b,c)), then moving along the line attractor

corresponds to shifting all three spikes by roughly the same amount and in the same direction.

There will therefore be a much greater range of positions, x, for which the relative timing of

the three spikes is sufficiently close to what they are at the conjunction detector’s ‘target’

position to cause the detector to activate. If the conjunction detector’s own neuron’s βi value

is also similar to the three input βi’s (figure 5.4(b)), then, as x varies, the ideal ‘conjunction

time’ will shift together with the input spikes, and hence together with the actual conjunction

time. Such a conjunction detector generalises well, since it responds correctly over a wide

range of x values. In contrast, if the conjunction detector’s own neuron’s βi value is dissimilar

to the input βi values, then the ideal conjunction time does not remain close to the actual

conjunction time once x diverges from xtrain. This situation, illustrated in figure 5.4(c), will

disrupt the system by causing misplaced spikes.

To reduce this effect, the training rule was modified such that it only permits conjunctions

to be formed whose feeding neurons’ βi values are not all similar to each other.2 This modifi-

cation proved to be of great benefit, resulting in a system that correctly recalls any position

along the line attractor. Data from an example simulation are shown in figure 5.3(b).

By preventing conjunction detectors that respond to a wide range of x values, the rule

described above eliminates the problem case, figure 5.4(c), but also eliminates case (b) which

has the merit of generalising well. We believe that a rule which allows case (b), i.e. does

allow similar input βi values if the output βi value is also similar, should perform better.

However, in simulations this was not found to be the case. The reason for this remains an

open question.

In this chapter, we do not use a biologically-plausible training rule. One can, however,

envisage a Hebbian learning rule which strengthens the importance of candidate conjunction

detectors that are consistent with spatiotemporal spike sequences played to the network dur-

ing a training phase. If, during the training phase, the spikes sequences presented to the

network are those corresponding to many different x-values, then we believe that the net-

2In the remainder of this chapter, the precise criterion used is as follows. If the proposed inputs to
a conjunction detector come from neurons with indices i1, i2 . . . iS then the proposal is only accepted
if |βij+1

− βij
| ≥ βcrit ∀ j ∈ {1 . . . (S − 1)}. The value of βcrit used is 0.025π, one quarter of the range

from which βi values are drawn.
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work would tend to learn conjunction detectors involving similar βi values on their input

and output neurons, i.e. corresponding to the example in figure 5.4(b). For the same reason

that conjunction detectors with similar βi values generalise well when used generatively, the

same conjunction detectors should be the ones which are consistent with the training data

most frequently, and hence will be boosted by a Hebbian-type rule. This suggests a possible

biologically-plausible mechanism for selection of βi values.

5.4 Position readout

In order to measure the dynamics of the line attractor, and in order for its line attractor

properties to be useful, we need a way of determining to which position along the attractor

(if any) the network’s spiking activity corresponds. We have taken two approaches to this.

Firstly, we need a quantitative measure of the nearest point on the line attractor to the

network’s state and how distant it is from the line. Secondly, we might like a biologically

plausible ‘neural’ readout of the network state without resorting to external analysis of the

spiking activity. A neural readout of this type, based on the grandmother neurons of section

3.2.8, is introduced in section 5.8.

Our quantitative measure of ‘distance’ (in the high-dimensional space of possible spike

sequences) between the actual pattern of spikes in a particular 100ms period and the ideal

spike pattern corresponding to a particular position along the line attractor is

d =
∑

i

di (5.2)

where

di =







1 − cos
(

(t
(target)
i − t

(actual)
i )2π

T

)

if ti exists

1 otherwise.
(5.3)

Here, T is the period, t
(target)
i is the time of the spike on neuron i in the target pattern and

t
(actual)
i is the first firing time of the same neuron in the actual spiking activity (which is

limited to a single period in duration). This distance measure is periodic in the difference

between the actual and target firing times of each neuron, so that, for example, a spike at

t = 99ms is considered ‘close’ to a spike at t = 1ms if the period is 100ms.

The second case in equation 5.3 means that a missing spike is penalised to the same degree

as a spike that is 90 degrees out of phase with its correct time in the target pattern. Since the

target pattern is an ideal pattern corresponding to a line attractor position, it is guaranteed

to have exactly one spike per neuron. If no spikes are present at all in the actual spiking

activity, the distance measure is equal to the number of neurons.

To find the closest line attractor position to a given period of spiking activity, we minimise,

with respect to x and ∆offset, the distance (according to the measure defined above) between

the actual spiking activity and the spike pattern corresponding to position x, shifted in time
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by ∆offset. A systematic evaluation over a coarse grid of values of x and ∆offset is performed

first, with the lowest distance found used to initialise a numerical optimiser, to avoid falling

into local minima.

5.5 On-attractor dynamics

In an ideal line attractor, every point along the attractor is a fixed point of the system’s

dynamics. In this ideal world, when placed into a state which lies at an arbitrary point

on the attractor, the network would remain in exactly that same state indefinitely. For the

Concurrent Recall Network, this would correspond to repeating periodically exactly the same

spike sequence.

In reality, slow drift along a line attractor is to be expected: not every point along the

line will be a perfect fixed point of the system’s dynamics. As a result, we expect that when

placed in an arbitrary on-attractor state, the system will remain at (or very close to) that

state on a short time-scale, but eventually will drift along the attractor until it reaches a true

local attractor strong enough to prevent any noise in the system from causing it to escape.

Figure 5.5 shows the behaviour of the Concurrent Recall Network used to generate figure

5.3(b) when stimulated with spike patterns corresponding to eleven different positions along

the attractor, x = 0 . . . 10. On short timescales (on the order of one second, or 10 recall

periods), the network stays close to the point at which it was initialised, demonstrating that

it does indeed behave as a line attractor. On longer timescales, the network state drifts slowly.

Rather than performing a random walk, the overlaid multiple trials show that the network’s

state tends towards recalling spike sequences corresponding to certain values of x — the local

attractors described above. This is exactly how we expect a non-ideal line attractor to behave.

In the Concurrent Recall Network line attractor, one factor contributing to small imper-

fections of the attractor is the distribution of points along the attractor at which conjunction

detectors were trained. At any given location along the line, xcurrent, the corresponding spike

sequence will activate a pool of conjunction detectors, whose values of xtrain will be spread

a little way either side of xcurrent. If the ‘centre of mass’ of these points is not exactly at

xcurrent, we would expect the state of the network to gradually shift towards the centre of

mass. A truly stable fixed point, then, will be one with a higher than average density of

conjunction detectors trained around it. This explains the ‘repulsion’ from the ends of the

attractor (x = 0, 10) seen in figure 5.5. Since no conjunction detectors were trained on po-

sitions x < 0, the centre of mass of conjunction detectors triggered by the stimulus pattern

at x = 0 corresponds to a value of x > 0. The state of the network is therefore pulled away

from the end of the line.
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Figure 5.5: Fitted line attractor positions and spike offsets. A Concurrent Recall Network
with 100 neurons and S = s = 3 was trained on a continuous line memory between x = 0
and x = 10. The network was stimulated with one period of spike activity corresponding to
an integer location along the attractor, and was simulated for 50 periods (5000ms). 10 trials
at each of the 11 starting positions are shown. Values of βi were selected from a uniform
distribution between ±0.1π, corresponding to a maximum shift in a spike’s time of half a
period as x varies from 0 to 10. Temporal jitter with standard deviation 0.5ms was applied to
each axon transmission. Top axes: the line attractor position closest to the actual spiking
activity in each period of simulation. Middle axes: The overall temporal offset of the fitted
spike position. The offset grows increasingly negative because the recall runs slightly faster
than the training patterns. Bottom axes: The distance of the fitted spike pattern from
the actual spike pattern, showing the goodness of fit. In three out of the 220 trials, activity
petered out during the simulation, resulting in a fit distance rising to 100 (the value obtained
if no spikes are present).
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5.6 Smart neurons: looking into the future

As demonstrated in figure 5.5, the Concurrent Recall Network we defined in chapter 3 is

capable of storing continuous line attractor memories after only a slight modification to its

training rule.

In the following sections, we look at the behaviour of the line attractor when it is initialised

at a location that is not exactly on the line. The network simulated in the previous section

was found to not perform particularly well in this situation. Furthermore, the number of

conjunction detectors per neuron required hand-tuning to allow the network to recall even

unperturbed locations along the line attractor: too few and the recall would peter out into

nothing; too many and spikes would proliferate. A desire to overcome these limitations led

to the enhancements described in this section.

In order to make the Concurrent Recall Network respond better to stimuli that have been

perturbed away from the attractor line, ways were sought to ‘soften’ its response to allow

it to cope better with noisy stimuli. In all simulations of the Concurrent Recall Network

performed in previous sections of this thesis, the parameter d defined in section 3.2.2, namely

the number of conjunction detectors which must activate together in order to cause a neuron

to generate a spike, has taken the value of 1. We now increase this value, with the hope

that it will result in more resilience against noise without creating a system more prone to

generating spurious spikes. Rather than fire as soon as any individual conjunction detector

is activated, the neuron can take a ‘poll’ of all its conjunction detectors and only fire if a

certain number are in agreement that a suspicious conjunction of input spikes has occurred.

We assign a larger number of conjunction detectors to each neuron (since we need to have a

larger population within which to conduct the poll). We also need to consider the distribution

over time of conjunction detector activations for a given neuron, in order to understand when

the neuron should fire.

Figure 5.6 shows a 50ms extract of the first period of recall following one period of stimula-

tion with a spike pattern corresponding to position x = 5. Each neuron had 2000 conjunction

detectors. For each conjunction detector that was activated during this section of simulation,

the plot shows which neuron it was on (vertical axis), the time of activation (horizontal axis)

and the position xtrain on the line attractor which was originally used to generate its training

template (colour). Each neuron tends to experience a burst of conjunction detector activa-

tions at around the time it is supposed to fire. In spite of the restrictions on the βi values of

the neurons feeding a conjunction detector (detailed in section 5.3), all conjunction detectors

activate for a small range of x values, and their time of activation varies with x in a way

that depends on their host neuron’s βi value. This explains why, in figure 5.6(a), each neuron

sees a spread of conjunction detector activation times within each burst. For neurons with

a positive βi, conjunction detectors with xtrain < 5 activate early and those with xtrain > 5

activate late; for those with negative βi, the situation is reversed.

Black circles on the figure show the actual firing times of the neurons, which were config-
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Figure 5.6: Times (horizontal axis) of conjunction detector activations for each neuron
(vertical axis) between t = 100ms and t = 150ms. In the 100ms preceding this period,
the network was stimulated with (a) the spike pattern corresponding to x = 5; (b) the
spike pattern corresponding to x = 5 with each spike independently perturbed according to
a Gaussian distribution with standard deviation 8ms. Each neuron has 2000 conjunction
detectors and fires if 20 of them are concurrently activated. Colour denotes the line attractor
position at which the activating conjunction detector was created during training (xtrain).
Large circles indicate the firing times of neurons; large squares indicate the ideal firing times
for x = 5. tpsp = 4ms; other parameters are as in previous figures in this chapter.
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ured with a fixed threshold d = 20, meaning that twenty conjunction detectors were required

to be concurrently active to trigger a spike. As can be seen from the fact that the actual

firing times are relatively close to the ideal firing times (black squares), this parameter set-

ting manages to capture approximately the right moment during each burst of conjunction

detector activations. However, when the stimulus pattern is noisy, as in figure 5.6(b), the

total number of conjunction detectors successfully activated in each burst is much smaller. In

order to enable the neuron to fire at the correct time we would need a high value of d in the

low-noise scenario and a low value of d in the high-noise scenario. No single value of d copes

well in both scenarios.

To overcome this problem, we use an enhanced neuron mode, which we refer to as the

smart neuron. Just like the neuron model defined in section 3.2.2, the smart neuron has

conjunction detector sub-units. The difference comes in the method used to decide when to

fire a spike. Ideally, we would like a neuron to fire in the middle of a burst of conjunction

detector activations since, as seen in figure 5.6, some of them will arrive early and some

late. Firing in the middle of an extended burst of conjunction detector activations provides a

second level of noise clean-up beyond that already performed by the individual conjunction

detectors. However, smart neurons are required to detect the middle of the burst without

knowing how many conjunction detector activations to expect in each burst, since that will

depend on how noisy the spiking activity is. We achieve this by detecting, inside each smart

neuron, the moment when the rate of activations of its conjunction detectors is highest.

Such a method poses something of a barrier to physical implementation. Even with perfect

information about the timing of the conjunction detector activations which have occurred so

far, a neuron cannot tell whether the current rate of activations is going to be the maximum of

the entire burst. To do so it would need to be able to peek into the future to see whether the

rate increases later on in the burst. Fortunately, the design of the Concurrent Recall Network

provides an opportunity for a neuron in the network to effectively see into the future, without

actually violating causality.

Spikes generated by a neuron in the Concurrent Recall Network propagate away from the

neuron along time-delay axons. If we subtract a fixed time, ∆smart, from every axon’s delay,

but introduce a time delay of ∆smart for spike generation within the neuron, then we will not

have changed the behaviour of the network other than imposing a minimum effective axon

delay of ∆smart. However, we have given the neuron an extra time ∆smart to play with.

In the smart neuron, we use this extra time as follows. The neuron monitors the rate

of conjunction detector activations. In the simulations, the rate is defined as the number of

conjunction detector activations in the previous millisecond; a softer rate measure would work

equally well. If the rate reaches a maximum (in the sense of highest-so-far) value, the neuron

initiates the process of firing, which means it will actually generate a spike ∆smart into the

future. In the time until the spike actually occurs, the neuron continues to monitor the rate

of conjunction detector activations. If it reaches an even higher value, then the time until

the planned spike occurs is reset to ∆smart. According to this procedure, the neuron will fire
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Figure 5.7: Smart neurons. Each plot shows the rate, as a function of time, of conjunction
detector activations on a particular neuron with 2000 conjunction detectors. Each point is a
new conjunction detector activation; the colour of the point denotes xtrain for the conjunction
detector, as in figure 5.6. The network was stimulated (between 0 and 100ms) with (a)
the spike sequence corresponding exactly to x = 5; (b) the x = 5 spike sequence with each
spike additionally perturbed according to a Gaussian with standard deviation 8ms. Note that
the two plots use different scales on the rate axis. The vertical lines show: time at which
the neuron detected a maximum conjunction detector activation rate and initiated a delayed
firing (red); time of actual firing, 5ms later (black); ideal firing time of neuron according to
the x = 5 spike sequence (green). Note that in (b) there are several best-so-far conjunction
detector activation rates prior to the time denoted by the red line. At the first of these, the
neuron initiated a delayed spike to occur 5ms later, but rescheduled it (resetting the delay to
5ms) at each subsequent peak. The red line shows the time of the first such maximum which
was not superseded by a better maximum within 5ms.

exactly ∆smart after the actual maximum conjunction detector activation rate, unless the rate

as a function of time is multi-peaked even on a timescale of ∆smart. Since all axonal delays

are reduced by ∆smart, the effective firing time is exactly coincident with the maximum in

conjunction detector activation rate. After firing, the neuron resets its record of the ‘best-so-

far’ rate and enters a refractory period during which the conjunction detector activations are

ignored.

Figure 5.7 illustrates how an individual smart neuron operates. Figure 5.8 shows the

smart neuron rule operating on a complete network, showing how it enables neurons to fire at

the correct moment (in the middle of the burst of conjunction detector activations) in both a

low-noise (large number of activations) and high-noise (low number of activations) scenario.

In the figures, and in the remainder of this chapter, we use ∆smart = 5ms. We also impose a

minimum conjunction detector activation rate of 5ms−1. Below this rate, a delayed spike is

not initiated. This prevents stray ‘noise’ activations which are not part of coherent burst of

activations from causing the neuron to fire.

The smart neuron model described in this section is somewhat more sophisticated than the

neuron model defined in section 3.2.2. We do not have a proposed biological implementation
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(a) Initialised at x = 5
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(b) Initialised at x = 5 plus σ=8ms perturbations

Figure 5.8: As figure 5.3, except for the following changes. Each neuron fired according to
the ‘smart neuron’ rule defined in section 5.6, with a minimum conjunction detector activation
rate of 5ms−1 and spiking delay of 5ms. As before, large black circles denote actual neuron
firing times. A red circle is placed 5ms before each black circle to show the moment at which
the neuron decided to schedule a delayed firing.
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of the smart neuron, however we note that the task performed by the smart neuron — finding

the maximum rate of input events on a timescale of the order of milliseconds — is a local

computation (in space and time). It is also worth recalling that the Concurrent Recall Network

is able to operate as a line attractor using only the neuron model of section 3.2.2, as shown

by figure 5.5. We have adopted the smart neuron to improve the range of perturbations and

noise with which the network is able to cope.

The use of smart neurons achieves a similar effect to that achieved in some models by a

dynamically-adjusted inhibition, or ‘active threshold’ [10]. An active threshold is the approach

implicitly adopted in the Synfire chains model [2, 15], in which the number of neurons active

is constrained to be the same in each time-step. In the Concurrent Recall Network, an active

adjustment of the firing threshold of each neuron to ensure that it fires approximately r

times per period, where r depends on the number of memories being recalled, might allow

it to pick out the r largest peaks in its input. This could provide an alternative method of

scale-independent detection of peaks to that offered by smart neurons.

5.7 Off-attractor dynamics

In section 5.5, we saw how a Concurrent Recall Network line attractor behaves when stimu-

lated (initialised) with a state lying already on the attractor. In this section we investigate

stimulating the network with a state which is close to line attractor.

Figure 5.9 shows, on the left, the ability of the network to return to the attractor after

stimulation with a perturbed version of the spike pattern corresponding to the position x = 5

on the attractor. The right-hand panel shows the position on the attractor where the network

state ended up. The network is generally able to recover spike patterns up to a certain

perturbation strength, corresponding in this case to each spike being displaced by a normal

distribution with standard deviation of around 15ms (as before, the period is 100ms). As

expected, simulations in which the network is started further from the attractor tend to end

up at a state on the attractor further from x = 5.

5.8 Driven movement along the attractor

As discussed in section 5.1, a line attractor can be used to store a real-valued variable such as

an organism’s position along a one-dimensional route, or the angle of one of its limb joints.

A more sophisticated application of a line attractor is as an integrator. For example, while

a line attractor can be used to store a representation of an organism’s (one-dimensional)

position in space, more useful than this is the organism’s ability to integrate its motion,

thereby computing its position from a starting position and its time-velocity history. Neural

integrators are also believed to play a role in motor tasks: integration abilities enable the

conversion of an ‘extend’ or ‘contract’ signal into the limb’s current position, either for the

purpose of maintaining a mental record of limb position or for informing the motor system
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Figure 5.9: Ability of the network to recover from spike sequences which are not on the
trained line attractor. The network of 100 ‘smart’ neurons, each with 2000 conjunction
detectors (S = s = 3), was trained on a line attractor extending over x = 0 . . . 10. For each
of the 110 trials shown, the network was stimulated for one period (100ms) with a perturbed
spike sequence corresponding to x = 5 but with each spike additionally displaced in time
according to a Gaussian distribution with zero mean and standard deviation which varied
between trials. Line colour depicts the standard deviation used for that trial; the colour
legend shows standard deviations in milliseconds. In each trial, the simulation was run for
five periods, and a best fit line position (right-hand axes) obtained for the noisy stimulus
(labelled stim.) and the network activity in each period. Note that the period labelled 1
is the first period of simulation, containing the stimulus plus any additional spurious spikes
introduced by the network during the course of the stimulus. The left-hand axes show the
corresponding distance of the spiking activity from the best-fit line position, i.e. the distance
of the network state from the line, measured according to equation 5.2. Points corresponding
to distances of greater than 60 have been omitted from the right-hand axes, since the fitted
position becomes meaningless if the fit is very poor. Temporal jitter with standard deviation
0.5ms was added to each axon transmission.
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of the desired position [73]. In more general terms, if a line attractor stores a continuum of

related memories (such as a commonly used route, or views of a three-dimensional object as

a function of viewing angle), then it is useful to be able to mentally move to and fro along the

attractor. Likewise, a line attractor could be used to store a temporal sequence; integration

of a control signal that causes the recalled location to move along the line at a particular

velocity implements the ability to recall temporal sequences at arbitrary speeds and with the

ability to ‘pause’ recall at any point.

In this section, we demonstrate a simple mechanism to implement integration in a Con-

current Recall Network line attractor. Because each neuron’s firing time varies linearly with

line position (section 5.2), the difference between the spike pattern at x = xcurrent and

x = xcurrent + δx is a small shift δti = βiδx in the firing time of each neuron. To move

along the attractor, all that is required is to nudge the firing time of each neuron by δti each

time it fires. Since δti will be negative in 50% of cases, 50% of spikes will require advancing

in time. Delays and advances of spikes are trivial to implement in the smart neuron model

discussed in section 5.6. Since each neuron has an internal delay of 5ms before a planned

spike is actually emitted, advancing or retarding the spike by δti is simply a case of adding δti

to this internal delay. In neurobiology, this could be performed by having a global electrical

or chemical signal per line attractor. The efficacy of this global ‘velocity control’ signal would

require modification at each neuron according to the neuron’s value of βi. If more than one

line attractor were stored in the same set of neurons, then several velocity control signals

would be required, each modified by the appropriate βi for the line attractor.

Figure 5.10 demonstrates the mechanism described above for motion along a single line

attractor. A line attractor is initialised at the spike pattern corresponding to x = 2. After four

periods of recall, the velocity control signal is set to a constant, positive value, by perturbing

each neuron’s ∆smart by a value proportional to its βi (the maximum magnitude of this

perturbation was 1.25ms). Consequently, the spike pattern of the network moves steadily

along the attractor. Later in the simulation, the direction of travel is reversed.

The white crosses in the top axes of figure 5.10 are produced by the same fitting mechanism

used in figures 5.5 and 5.9. The figure also introduces two other position read-out mechanisms.

In the top axes, the colour of each block shows the distance (according to the measure defined

in section 5.4) of the spiking activity in each 100ms period of simulation from the ideal spike

patterns corresponding to integer positions x = 0 . . . 10 along the attractor. The bottom set

of axes gives the output of a neural readout mechanism. In section 3.2.8 we used a layer of

grandmother neurons which, during training of the network, are given connections that cause

them to fire at a particular phase within a particular memory being recalled. Thus, a group

of 10 grandmother neurons may be trained to fire in response to each successive 10ms section

of a particular memory with a period of 100ms. When the network is recalling that memory

(possibly amongst others), we expect the group of grandmother neurons to fire in sequence,

repeatedly. Here, we extend this scheme for use with a line attractor by creating grandmother

neurons for the spike patterns corresponding to the eleven evenly-spaced attractor positions
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Figure 5.10: Motion along a line attractor, using a network with the same parameters as
that of figure 5.9. The network was stimulated with the spike pattern corresponding to x = 2
in the first 100ms period, and was left to run unstimulated thereafter. Top axes: State of
the network as a function of time. Colour denotes the ‘distance’ of the network state from
line attractor positions x = 0 . . . 10 (vertical axis) in each period. White crosses denote the
best-fit position. Middle axes: Requested velocity along line attractor (arbitrary units) as
a function of time. Each bump has a duration of 10 periods. Bottom axes: Grandmother
neurons’ output. Red lines separate groups of grandmother neurons trained to recognise
patterns corresponding to 11 positions along the attractor, x = 0 . . . 10. Within each group
there are 10 grandmother neurons, trained so as to fire in sequence.
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x = 0 . . . 10. Tolerance in their conjunction detectors (originating from the finite post-synaptic

potential duration) allows the grandmother neurons to respond to nearby spike patterns. As

the state of the network migrates along the line attractor, we see the activity move from one

group of grandmother neurons to another. Grandmother neurons of this type are one possible

neural read-out mechanism.

The δti values applied in figure 5.10 correspond to δx = 0.25. We might therefore expect

the attractor state to move by this amount in each period. In fact, the velocity of motion

along the attractor is 2-3 times greater than that. This is explained by the fact that spikes

which have been shifted by their δti activate conjunction detectors corresponding to position

xcurrent + δx, i.e. already shifted by δx. The resulting spike from the conjunction detector’s

host neuron will then be further shifted. The shifts by δx will therefore accumulate at a rate

greater than one per period.

When the integration ‘control signal’ is zero (δti = 0), the integrator becomes an ordinary

line attractor and will behave as in figure 5.5, namely it will show a slow drift along the

attractor. Drift in neural integrators is an established phenomenon, particularly well studied

in the case of the oculomotor neural integrator, a neural circuit which controls eye position

and is believed to be constructed from a firing-rate based network [57, 76, 73]. Unsurprisingly,

visual feedback has been shown in humans and goldfish to reduce the rate at which eye position

drifts [57, 31, 14, 79]. The design of the Concurrent Recall Network-based integrator suggests

a particularly straightforward mechanism by which external stimuli, when available, could be

used to ‘anchor’ the attractor state to a particular location. If an external stimulus (which

varies with x in some way, including only being present at particular values of x) results in

spikes with a fixed firing phase, then those spikes can be incorporated into the training of

the network. The more of these spikes that are present during recall, the stronger will be

the bias pulling the network state towards the position corresponding to the external stimuli

spikes. This scheme has the useful property that the more evidence there is from the external

world (the more stimulus spikes are generated), the more effect it has. If there is no external

evidence, the attractor relies on its own ability to remember the current position.

5.9 Multiple line attractors

Having demonstrated that the Concurrent Recall Network can implement a line attractor, we

turn to the question of whether such a network can truly live up to its name by storing not

just one but several line attractors and concurrently recalling different states on each.

The scheme described in section 5.2 maps a real value onto a line within a high-dimensional

space of possible memories. With two sets of αi and βi parameters, we can define two

lines in the high dimensional space, which are unlikely to pass near to each other. We

can therefore train a Concurrent Recall Network on two line attractors by distributing the

available conjunction detectors along both lines. In the same way that the Concurrent Recall

Network trained on individual memories can recall more than one memory simultaneously by
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outputting a superposition of the two spike patterns, so the network should be able to output

a superposition of the spike patterns corresponding to position x(1) on one line attractor and

position x(2) on the other. Ideally, each neuron will fire twice in each period, once with phase

φ
(1)
i (x) = α

(1)
i + β

(1)
i x(1) and once with phase φ

(2)
i (x) = α

(2)
i + β

(2)
i x(2).

Less obvious is whether the technique used in the previous section to ‘drive’ the network

along an attractor can be be applied in the multi-attractor case. Since in this situation each

neuron fires multiple times per cycle, the technique of advancing or retarding each neuron’s

spikes will alter the timing of spikes belonging to all attractors being recalled. Even if it

were desirable to move along all attractors at the same velocity, this would not be the way to

achieve it since a neuron has a different value of βi, and hence δti, for each stored attractor.

Fortunately, the natural ability of the Concurrent Recall Network to clean up noisy spike

patterns rescues us from this problem. Suppose two attractors are stored, with β parameters

β
(1)
i and β

(2)
i (i = 1 . . . N). The network is concurrently recalling position x(1) = x

(1)
current

on the first attractor and x(2) = x
(2)
current on the second attractor. If we advance or retard

all spikes by δti ∝ β
(1)
i , then the spikes corresponding to attractor 1 will be moved into a

pattern corresponding to position x1 = xcurrent + δx. The spikes corresponding to attractor

2 will also be shifted by the same δti. But to the second attractor, these small perturbations

are not correlated to β
(2)
i and simply perturb the state slightly off the attractor in a random

direction. Assuming the δti are not too large, the network will clean up the noise and maintain

the position on attractor 2 at x = x
(2)
current.

Figure 5.11 demonstrates that a line attractor will indeed ignore δti’s (or components

thereof) which are not the appropriate ones for the set of βi values corresponding the attractor.

Two line attractors, both covering 10 units of length, have been stored in exactly the same

network used in previous experiments detailed in this chapter. The network is stimulated with

a superposition of two spike patterns, corresponding to one position on each attractor. During

the simulation, the δti applied to each neuron is the sum of a δti for the first attractor and a δti

for the second attractor: δti = v(1)β(1) +v(2)β(2), where v(1) and v(2) are the ‘velocity control’

signals we wish to apply to the state of two attractors. The time-course of v(1) and v(2) are

shown in the middle axes of the plot. The velocity schedule chosen demonstrates simultaneous

movement of both attractors independently, as well as motion at different speeds by using

different magnitudes of v(1) and v(2).

The upper pair of axes show the distance3 of the spiking activity in each period from

11 positions along each attractor, and two sets of grandmother neurons are used as a neural

readout.

3The distance measure defined by equation 5.2 was modified to allow for concurrent recall of multiple
positions. Instead of comparing the first spike produced by a neuron with the ideal firing time of that
neuron, we take the closest spike to the ideal firing time. This biases the distance measure towards low
values if there are lots of spikes present. However, the grandmother neurons verify that the network
is performing as desired.
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Figure 5.11: Concurrent recall of two attractors demonstrating independent, simultaneous
motion. An identical network to that used in figure 5.10 was trained on two line attrac-
tors, parameterised by positions x(1) and x(2) (both taking values between 0 and 10). The
network was stimulated for one 100ms period with the superposition of the spike sequences
corresponding to x(1) = 2 and x(2) = 7. The top pair of axes shows a distance measure from
positions along each attractor; the bottom pair of axes show the output of grandmother neu-
rons trained on positions along each attractor. The middle axes show the motion schedule.

The adjustment made to each neuron’s firing delay was δti(t) = v(1)(t)β
(1)
i + v(2)(t)β

(2)
i . The

blue curve is proportional to v(1)(t) and the red proportional to v(2)(t).
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5.10 Conclusion

The Concurrent Recall Network defined in chapter 3 can be easily extended from an associa-

tive memory of multiple point attractors into an memory containing a line attractor. This

transformation was achieved through a simple linear mapping of a real value onto the phases,

with respect to an overall 100ms oscillation, of all the neurons in the network.

The capability of the line attractor memory was further enhanced by introducing a more

sophisticated neuron model which detects the moment of the maximum rate of activations

of a neuron’s conjunction detectors. The delay-based architecture of the Concurrent Recall

Network allows the neuron, without violating causality, to ‘borrow’ time to allow it to assess

whether a maximum rate of conjunction detector activations has occurred, before firing.

The behaviour of the network when placed in states on or near to the line attractor is

as expected for an imperfect line attractor. States on the attractor are stable on a short

timescale but, on a longer timescale, drift along the attractor before reaching particularly

stable locations. States within a certain perturbation distance of the attractor are attracted

onto it; states at a greater distance from the attractor peter-out into inactivity.

A control signal can be applied to the network which causes the state to move along the

attractor at an arbitrary velocity. We have therefore demonstrated a neural integrator built

from spiking neurons which uses firing phase, rather than firing rate, to represent the stored

value.

The Concurrent Recall Network is able to store multiple line attractors in a single popu-

lation of neurons, each of which participates in all attractors. Positions on each attractor can

be independently and concurrently recalled. Furthermore, each attractor can independently

act as an integrator, despite sharing a single population.



Chapter 6

Conclusion

6.1 Summary and key insights

We have demonstrated two systems which use spiking neurons to perform recognition and

memory tasks.

The first uses synchrony among weakly-coupled integrate-and-fire neurons to perform

recognition of spoken words, and could equally well be applied to other temporal stimuli.

An observer who recorded only the firing rate of neurons in the mus silicium network would

observe a curious decaying firing rate in many neurons, but would fail to notice the key

principle used by the network. Fractional changes in the time of individual spikes cause many

neurons’ spikes to fall into synchrony at the crucial moment of recognition. This network

exploits the advantages and subtleties that temporal coding can offer over and above a purely

rate-coded network. Furthermore, the network is built from biologically plausible hardware

and uses a phenomenon widespread in nature — synchrony between weakly-coupled oscillators

— to perform computation, thereby offering useful insights into how recognition of temporal

patterns could be performed in the brain.

The second system explored (the Concurrent Recall Network) also makes use of the tem-

poral coincidence of spikes, but in a more distributed manner. Whereas in mus silicium

synchrony is set up among a relatively large number of neurons, in the Concurrent Recall

Network delay lines are used to ensure that small numbers of spikes arrive concurrently at

the ‘coincidence detector’ subunits which form part of each neuron. The network therefore

makes use of distributed coincidence detection to recall memories in the form of spatiotempo-

ral spike sequences. The system behaves as an autoassociative memory: noisy or incomplete

stimuli are cleaned up and completed.

A spatiotemporal spike sequence — the spiking activity of a population of neurons over a

period of time — is a naturally sparse representation which offers a unique advantage over a

more traditional representation such as the firing rate of each neuron. If two firing rates are

added, the information about the original firing rates is lost: only their sum is known. But if

two spatiotemporal spike sequences are superimposed, the resulting spike sequence contains all

87
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the spikes from both the original sequences. The information about which of the two patterns

each spike came from is lost, but it is still possible to detect the presence of both the original

patterns. This property is exploited by the Concurrent Recall Network. Consequently, it

is able to recall more than one stored memory concurrently, something impossible in most

memory models. Chapter 4 showed how the capacity of the network, and its failure mode

when overloaded, depend on the exact training rule used to store memories.

Having developed a spatiotemporal spike sequence memory, we saw in chapter 5 how it

can be transformed into a line attractor which can store a continuum of related memories.

A simple mapping of a real value (the position along the line attractor) to a spatiotemporal

spike sequence is used, in which each neuron’s firing phase in a 100ms cycle varies linearly

with position along the attractor. Two nearby positions on the attractor correspond to spike

sequences in which each neuron fires at nearly the same time. With this mapping defined,

the available connections between neurons can be allocated in a way that distributes them

along one or more line attractors, allowing the network to recall any point along an attractor.

The ability of the network to recall multiple memories concurrently still applies in the line

attractor case: simultaneous recall of positions along two line attractors was demonstrated.

The performance of the Concurrent Recall Network as a line attractor was enhanced by using

‘smart neurons’, which exploit the delay-based network architecture to detect the time of

peak rate of activations of their coincidence detector subunits without violating causality.

Finally, we saw how line attractors stored in a Concurrent Recall Network offer more than

just the ability to recall locations along the attractor. By making a one-off adjustment to the

time it takes each neuron to generate a spike, the network can be made to ‘drive’ along the

attractor in a controlled fashion, thereby implementing a neural integrator.

6.2 Future directions

Several avenues for future research are apparent.

6.2.1 Biological plausibility

As stated in the introduction to this thesis, it was not the intention for the models developed

to be constrained by known characteristics of real neurons. Nonetheless, having developed the

theoretical models, it would be useful to investigate more throughly their possible biological

instantiations.

6.2.2 On-line learning

Both of the spiking neural networks presented in this thesis use a training rule which examines

the patterns to be learnt and designs the connections in the network accordingly. Preferable

to this would be ‘on-line’ training which could learn stimuli on the fly using biologically

plausible, local, rules. Some initial progress in this direction was made in the case of mus
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silicium (see appendix A). In the case of the Concurrent Recall Network, the training rules

used in this thesis can be recast in a more biologically plausible framework by interpreting the

creation of connections with certain delays as the outcome of a process of Hebbian selection

of connections from a large population of candidate axons with a distribution of available

delays. Further research is required to verify that a working on-line learning rule of this form

can in fact be constructed.

Another possible area of study is the formation of spontaneous memories when the learning

rule is active in the absence of external stimulation. We note two recent studies showing the

spontaneous development of repeating spatiotemporal spike sequences in a large network of

simulated biologically plausible neurons with spike-timing-dependent synaptic modification

and a wide range of axonal propagation delays [43, 42].

6.2.3 Hierarchical implementation

Natural stimuli contain structure and associations at many different levels. To use vision as

an example, it seems plausible that when learning to recognise a complex object, such as a

face, it should not be treated as a single monolithic entity but as a collection of lower-level

features (eyes, nose, mouth and so on). We would therefore like a way for collections of lower-

level features to be in turn recognised as higher-level features, in a recursive or hierarchical

manner. In the case of the Concurrent Recall Network, we believe this ability would follow

naturally from a Hebbian delay selection learning rule of the kind alluded to above. Further

research in this area would clearly be of benefit.

The task of understanding the brain is one of the greatest challenges facing science today.

We hope the research described in this thesis has made a small contribution to this exciting

task.



Appendix A

On-line Learning in mus silicium

We briefly describe here a graphical user interface (GUI) to a simulation of the mus silicium

network described in chapter 2 which we developed for the purpose of researching an on-line

training rule for the network.

The training rule used for mus silicium in chapter 2 is a process carried out before simula-

tion of the network begins which, given the training data, designs connections in the network

appropriately. The aim here is to investigate a learning rule that is part of the network itself

and that would allow new memories to be learnt ‘online’ simply by presenting them to the

network.

Figure A.1 is a screenshot of a GUI front-end to an underlying simulation of a simplified

version of mus silicium with 25 pairs of W-neurons, 5 event types and 5 possible values of

tdecay. The GUI was used to experiment with possible learning rules.

The learning rule under investigation in the screenshot has two main features. It uses

a Hebbian-style rule which increments the strength of the mutual connection between two

pairs of W-neurons each time they fire in near-synchrony, thereby increasing the probability

that they will also synchronize next time the same (or similar) stimulus is presented. Such

a rule depends on pairs of neurons which have similar firing rates occassionally ‘accidentally’

synchronizing so that the Hebbian rule has the opportunity to increase their mutual connec-

tion. In order to increase the probability of such ‘accidental’ synchronizations, the membrane

potential of all neurons in the network is reset at random times during the simulation. Any

two neurons which were being driven by similar input currents at the time of one of these

resets would subsequently fire in synchrony until their input currents diverged.

An example is visible in the screenshot. The top set of axes shows the connection strength

between two particular neurons. The connection strength increases substantially immediately

following one of the global resets (vertical red lines) which occurs during a time when the

neurons’ input currents are similar.
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Figure A.1: Screenshot of a graphical user interface developed to investigate an online
learning algorithm for mus silicium. See text for details of the learning rule. The axes on
the left-hand side of the screenshot show, as a function of time, from top to bottom: (a) the
strength of the connection between two particular W-neurons in the network; (b) the layer-A
output currents driving the 25 W-neurons pairs in the network; (c) the internal membrane
potentials of the 25 α-neurons. Thicker lines in (b) and (c) highlight the two neurons whose
mutual connection strength is displayed in (a). Vertical red lines indicate times at which
the membrane potentials of all neurons were artificially reset. On the right-hand side are
diagrams showing the connections between all neurons.
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